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Wojciech Czerwiński1† Wim Martens2‡ Lorijn van Rooijen3§

Marc Zeitoun4¶ Georg Zetzsche5‖

1 University of Warsaw
2 University of Bayreuth
3 Paderborn University
4 LaBRI, University of Bordeaux
5 LSV, CNRS & ENS Paris-Saclay

received 20th Nov. 2015, accepted 25th Sep. 2017.

The separability problem for word languages of a class C by languages of a class S asks, for two given languages I

and E from C, whether there exists a language S from S that includes I and excludes E, that is, I ⊆ S and

S ∩E = ∅. In this work, we assume some mild closure properties for C and study for which such classes separability

by a piecewise testable language (PTL) is decidable. We characterize these classes in terms of decidability of (two

variants of) an unboundedness problem. From this, we deduce that separability by PTL is decidable for a number of

language classes, such as the context-free languages and languages of labeled vector addition systems. Furthermore,

it follows that separability by PTL is decidable if and only if one can compute for any language of the class its

downward closure wrt. the scattered substring ordering (i.e., if the set of scattered substrings of any language of the

class is effectively regular).

The obtained decidability results contrast some undecidability results. In fact, for all (non-regular) language classes

that we present as examples with decidable separability, it is undecidable whether a given language is a PTL itself.

Our characterization involves a result of independent interest, which states that for any kind of languages I and E,

non-separability by PTL is equivalent to the existence of common patterns in I and E.

1 Introduction

Given three languages I, E, S, we say that I is separated from E by S if S includes I and excludes E,

that is, I ⊆ S and S∩E = ∅. In this case, we say that S is a separator. We study the separability problem

of a class C by a class S:
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Given: Two languages I and E from a class C.

Question: Can I and E be separated by some language from S?

When C is understood, we also say S-separability for separability of C by S.

Separability is a classical problem in mathematics and computer science that recently found much

new interest. For example, recent work investigated the separability problem of regular languages by

piecewise testable languages (Place et al., 2013b; Czerwiński et al., 2013b), by several other levels in the

quantifier alternation hierarchy of first-order logic (Place and Zeitoun, 2014a; Place, 2015b; Place and

Zeitoun, 2017), by locally testable and locally threshold testable languages (Place et al., 2013a, 2014)

and by first order definable languages (Place and Zeitoun, 2014b, 2016b). Another remarkable example

goes beyond regular languages: the proof of Leroux (2010) for the decidability of reachability for vector

addition systems or Petri nets greatly simplifies earlier proofs by Mayr (1981, 1984) and Kosaraju (1982),

by establishing a crucial separation result: non-reachability of a marking “goal” from a marking “start”

can be witnessed by a semilinear set containing all markings reachable from start and excluding goal.

In this paper, we focus on the theoretical underpinnings of separation by piecewise testable languages.

Our interest in piecewise testable languages is mainly because of the following two reasons. First,

piecewise testable languages form a natural class in the sense that they only reason about the order

of symbols. More precisely, they are finite Boolean combinations of regular languages of the form

A∗a1A
∗a2A

∗ · · ·A∗anA
∗ in which ai ∈ A for every i = 1, . . . , n. This definition generalizes to tree

languages, for which PTL-separability has already been solved by Goubault-Larrecq and Schmitz (2016).

We are investigating to which extent piecewise testable languages and fragments thereof can be used for

computing simple explanations for the behavior of complex systems (Hofman and Martens, 2015).

Second, it was shown recently (Place et al., 2013b; Czerwiński et al., 2013b) that separability of regular

word languages (given by non-deterministic automata) by piecewise testable languages is in PTIME, a

situation which is quite uncommon. The surprising tractability of this problem is another motivation for

further investigating the class of piecewise testable languages.

Separation and Characterization. For classes C effectively closed under complement, separation of C
by S is a generalization of the characterization problem of C by S, often also called membership problem,

which is defined as follows: for a given language L of C decide whether L is in S. Indeed, L is in S if

and only if L can be separated from its complement by a language from S. The characterization problem

is well studied. The starting points were famous works of Schützenberger (1965) and Simon (1975), who

solved it for the regular languages by the first-order definable languages and piecewise testable languages,

respectively. There were many more results showing that, for regular languages and subclasses thereof,

often corresponding to a logical fragment, the problem is decidable (see for example Brzozowski and

Simon, 1971; Zalcstein, 1972; McNaughton, 1974; Knast, 1983; Arfi, 1987; Pin and Weil, 1997; Straub-

ing, 1988; Thérien and Wilke, 1998; Glaßer and Schmitz, 2000; Tesson and Thérien, 2002; Klíma, 2011;

Czerwiński et al., 2013a; Place and Zeitoun, 2014a, 2017; Place, 2015b; Almeida et al., 2015). Similar

problems have been considered for trees (Bojańczyk and Idziaszek, 2009; Benedikt and Segoufin, 2009;

Bojańczyk et al., 2012; Antonopoulos et al., 2012; Place and Segoufin, 2015).

Obtaining a decidable characterization for a class is considered as a way to get a fine understanding

of the class. In particular, solving a characterization problem requires a proof that a language satisfy-

ing some decidable property belongs to the class, which usually yields a canonical construction for the

language. For instance, in the case of a logical class, this gives a canonical sentence defining any input

language that fulfills the condition we want to prove as a decidable characterization. Recently, several
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generalizations of the characterization problem have been introduced as a means to obtain even more in-

formation about the class S under study. Such generalizations amount to approximating languages of C
by languages of S (Place and Zeitoun, 2016a). In turn, such information may be exploited when study-

ing more complex classes, e.g., classes that are higher in the quantifier alternation hierarchy (Place and

Zeitoun, 2014a). Separation is the simplest of such approximation problems: it asks to over-approximate

the first language, I , by a language S in C, while the second language, E, serves as a quality measure of

this approximation.

Beyond regular languages. To the best of our knowledge, all the above work and in general all the

decidable characterizations were obtained in cases where C is the class of regular languages, or a subclass

of it. This could be due to several negative results which may seem to form a barrier for any nontrivial

decidability beyond regular languages. In this work, we consider language classes beyond the regular

languages, but we assume them to be full trios (meaning they satisfy some mild closure properties).

Beyond the regular languages, we quickly encounter undecidability of the problems above. For instance,

for a context-free language (given by a grammar or a pushdown automaton) it is well known that it is

undecidable to determine whether it is a regular language, by Greibach’s theorem (1968). In the same

way, one can show that for every full trio that contains the language {anbn | n ≥ 0}, it is undecidable to

determine whether a given language of the full trio is piecewise testable (see Section 6).

In the case of context-free languages, there is a strong connection between the intersection emptiness

problem and separability. Trivially, testing intersection emptiness of two given context-free languages is

the same as deciding if they can be separated by some context-free language. However, in general, the

negative result is even more overwhelming. Szymanski and Williams (1976) proved that separability of

context-free languages by regular languages is undecidable. This was then generalized by Hunt III (1982),

who proved that separability of context-free languages by any class containing all the definite languages

is undecidable. A language L is definite if it can be written as L = F1A
∗ ∪F2, where F1 and F2 are finite

languages over alphabet A. As such, for definite languages, it can be decided whether a given word w
belongs to L by looking at the prefix of w of a given fixed length. The same statement holds for reverse

definite languages, in which we are looking at suffixes. Containing all the definite, or reverse definite,

languages is a very weak condition. Note that if a logic can test what is the i-th symbol of a word and is

closed under Boolean combinations, it can already define all the definite languages. In his paper, Hunt III

makes an explicit link between intersection emptiness and separability. Hunt III writes: “We show that

separability is undecidable in general for the same reason that the emptiness-of-intersection problem is

undecidable. Therefore, it is unlikely that separability can be used to circumvent the undecidability of the

emptiness-of-intersection problem.”

Our Contribution. In this paper, we show that the above mentioned quote does not apply for sepa-

rability by a piecewise testable language (PTL): we characterize those full trios for which separability

by a PTL is decidable. A full trio is a nonempty language class that is closed under rational transduc-

tions, or, equivalently by Nivat’s theorem (see Nivat, 1968; Berstel, 1979), closed under direct and inverse

homomorphic images of free monoids, and under intersections with regular languages.

Our characterization states that separability by PTL is decidable if and only if (one of two variants of)

an unboundedness problem is decidable. This yields decidability for a range of language classes, such as

those with effectively semilinear Parikh images and the languages of labeled vector addition systems. In

particular, this means that separability by PTL is decidable for context-free languages, and, according to

very recent results, also for the languages of higher-order pushdown automata (Hague et al., 2016) and
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even higher-order recursion schemes (Clemente et al., 2016).

The two variants of the unboundedness problem are called diagonal problem and simultaneous un-

boundedness problem (SUP), of which the latter is ostensibly easier than the former. Our reduction of

separability by PTL consists of three steps:

– In the first step, we show that (arbitrary) languages I and E are not separable by PTL if and only if

they possess a certain common pattern.

– In the second step we use this fact to reduce the PTL-separation problem to the diagonal problem.

– In the last step, we employ ideal decompositions for downward closed languages to reduce the

diagonal problem to the SUP.

For the converse direction, we directly reduce the SUP to separability by PTL.

Another consequence of our characterization is a connection to the problem of computing downward

closures. It is well known that for any languageL, its downward closure, i.e., the set of scattered substrings

of members ofL, is a regular language (Haines, 1969). This is a straightforward consequence of Higman’s

Lemma (Higman, 1952). However, given a language L, it is not always possible to compute a finite

automaton for the downward closure of L. Since the downward closure appears to be a useful abstraction,

this raises the question of when we can compute it. Our characterization here implies that for each full

trio S, downward closures of languages of S are computable if and only if separability of languages of S
by PTL is decidable.

A curiosity of this work is perhaps the absence of algebraic methods, as most decidability results we

are aware of have considered syntactic monoids of regular languages and investigated properties thereof.

In the setting of this paper, the situation is different since we want to separate input languages that are not

regular (hence, whose syntactic monoid is infinite), such as context-free languages. This would make it

difficult to design any algebraic framework for them. However, the main reason why we do not rely on

syntactic monoids is that the characterization and separation problems are of very different nature. For

characterization, whether the input language belongs to C indeed boils down to checking a property of the

syntactic (ordered) monoid for the classes C that have been investigated so far, namely, (positive) varieties

of regular languages. For separation however, the language we are looking for in the class C is not one of

the inputs, so that a given language from C can serve as a separator for several unrelated instances of the

C-separation problem, and these instances may well have completely different syntactic properties.

Structure of the paper In Section 2 we introduce basic notions and notation, the diagonal and SUP

problems, and state our main result, which connects these problems with separation by PTL. Section 3

gives a simple criterion by “common patterns” for two arbitrary languages to be separable by PTL. Sec-

tion 4 is devoted to proving equivalent conditions for separability by PTL: the existence of common

patterns, the diagonal problem, the SUP problem, and the computation of downward closures. In Sec-

tion 5 we discuss applications of our result, in particular we show that it applies to context-free languages

and languages of labeled vector addition systems (alternatively, languages of labeled Petri nets). Finally,

in Section 6, we present some classes for which all these problems are undecidable.
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2 Preliminaries and Main Results

We assume the reader to be familiar with regular expressions and regular languages. In this section, we

first set the notation and state our main results.

The set of all integers and nonnegative integers are denoted by Z and N respectively. An alphabet is a

finite nonempty set, which we usually denote with A, B, C, . . . or indexed versions thereof. We refer to

elements of A as symbols.

A word is a (possibly empty) concatenationw = a1 · · · an of symbols ai that come from an alphabetA.

A substring of w is a sequence ajaj+1 · · · aj+k of consecutive symbols of w. The length of a word

w = a1 · · · an is n, that is, the number of its symbols. The alphabet of a word w = a1 · · ·an is the set

{a1, . . . , an} and is denoted Alph(w). The empty word, of length 0 and of alphabet ∅, is denoted by ε.
For a subalphabetB ⊆ A, a word v ∈ A∗ is a B-scattered substring of w, denoted v �B w, if v can be

obtained from w by removing symbols from B, that is, if v = b1 · · · bm and w ∈ B∗b1B
∗ · · ·B∗bmB

∗.

Notice that we do not require that {b1, . . . , bm} ⊆ B orB ⊆ {b1, . . . , bm}. We simply refer toA-scattered

substrings as scattered substrings and refer to the relation �A as the scattered substring relation, denoted

by�. A regular word language over alphabetA is a piece language if it is of the formA∗a1A
∗ · · ·A∗anA

∗

for some a1, . . . , an ∈ A, that is, it is the set of words having a1 · · · an as a scattered substring. A regular

language is a piecewise testable language (PTL) if it is a finite Boolean combination of piece languages.

We denote the class of all piecewise testable languages also by PTL.

2.1 Separability and Common Patterns

The first main result of the paper proves that two (not necessarily regular) languages are not separable by

PTL if and only if they have a common pattern. We now make this more precise.

A factorization pattern is an element of (A∗)p+1×(2A\∅)p for some p ≥ 0. In other terms, if (−→u ,
−→
B ) is

such a factorization pattern, there exist words u0, . . . , up ∈ A∗ and nonempty alphabets B1, . . . , Bp ⊆ A

such that −→u = (u0, . . . , up) and
−→
B = (B1, . . . , Bp). For B ⊆ A, we denote byB⊛ the set of words with

alphabet exactly B, that is,

B⊛ = {w ∈ B∗ | Alph(w) = B}.

Given a factorization pattern (−→u ,
−→
B ) with −→u = (u0, . . . , up) and

−→
B = (B1, . . . , Bp), define

L(−→u ,
−→
B, n) = u0(B1

⊛)nu1 · · ·up−1(Bp
⊛)nup.

In other terms, in a word ofL(−→u ,
−→
B, n), the infix between uk−1 and uk is required to be the concatenation

of n words overBk, each containing all symbols ofBk (for each 1 ≤ k ≤ p). An infinite sequence (wn)n

is said to be (−→u ,
−→
B )-adequate if

∀n ∈ N, wn ∈ L(−→u ,
−→
B, n).

Example 2.1 As an example, consider the factorization pattern (−→u ,
−→
B ) with −→u = (ε, c, ε) and

−→
B =

({a, b}, {a}). Then, L(−→u ,
−→
B, n) = ({a, b}⊛)nc({a}⊛)n. A sequence of words w1, w2, . . . is (−→u ,

−→
B )-

adequate if first of all for every n ∈ N, there is a single symbol c in word wn. Second of all, after this

symbol c there are only symbols a and, moreover, at least n of them. Finally, the prefix of wn before the

distinguished symbol c contains only symbols a and b and can be split into at least n words such that all

of them contain at least one symbol a and at least one symbol b.
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Finally, we say that language L contains the pattern (−→u ,
−→
B ) if there exists an infinite sequence of words

(wn)n in L that is (−→u ,
−→
B )-adequate. We can now formally state our first main theorem which we will

prove in Section 3:

Theorem 2.2 Two word languages I and E are not separable by PTL if and only if they contain a

common pattern (−→u ,
−→
B ).

2.2 Characterizations for Decidable Separability

The second main result is a set of characterizations that say, for full trios, when separability by piecewise

testable languages is decidable. Full trios, also called cones, are language classes that are closed under

three operations that we recall next (Berstel, 1979; Ginsburg and Greibach, 1967).

Fix a languageL over alphabetA. For an alphabetB, theB-projection of a word is its longest scattered

substring consisting of symbols from B. The B-projection of a language L is the set of all B-projections

of words belonging to L. Therefore, the B-projection of L is a language over alphabet A ∩ B. The

B-upward closure of a language L is the set of all words that have a B-scattered substring in L, i.e.,

{

w ∈ (A ∪B)∗ | ∃v ∈ L such that v �B w
}

.

In other words, the B-upward closure of L consists of all words that can be obtained by taking a word

in L and padding it with symbols from B.

A language class is a collection of languages that contains at least one nonempty language. A language

class C is closed under an operation OP if L ∈ C implies that OP(L) ∈ C. We use the term effectively

closed if, furthermore, the representation of OP(L) can be effectively computed from the representation

of L. A class C of languages is a full trio if it is effectively closed under:

1. B-projection for every finite alphabet B,

2. B-upward closure for every finite alphabet B, and

3. intersection with regular languages.

We note that full trios are usually defined differently, either through closures under direct and inverse

images of morphisms and intersection with regular languages, or through closure under rational transduc-

tions (Ginsburg and Greibach, 1967; Berstel, 1979). However, we use the above mentioned properties in

the proofs, which are easily seen to be equivalent.

We will now introduce three problems whose decidability or computability will be equivalent to decid-

ability of separability by piecewise testable languages: the diagonal problem, the simultaneous unbound-

edness problem, and the downward closure problem.

Downward Closure Problem. For a language L ⊆ A∗, its downward closure L↓ is defined as the set

of all scattered substrings of words in L, that is,

L↓ = {u ∈ A∗ | ∃v ∈ L : u � v}.

We say thatL is downward closed if L = L↓. It is well-known that the downward closure of any language

L is regular (Haines, 1969). This is a direct consequence of Higman’s Lemma (Higman, 1952), which

states that � is a well quasi ordering1 (WQO) on A∗, i.e., that any infinite sequence of words admits

1 Actually, the relation � that we defined over A∗ is even a well ordering.
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an infinite �-increasing subsequence. Indeed, the complement of a downward closure is closed under A-

upward closure. It follows from Higman’s Lemma that this complement has a finite number of �-minimal

elements and is therefore a finite union of piece languages.

Downward closed languages play an important role in the theory of lossy channel systems (Finkel,

1987; Abdulla and Jonsson, 1996; Finkel and Schnoebelen, 2001), which feature communication channels

where messages can be dropped arbitrarily. These have been investigated extensively, because the WQO

property of the subword relation yields decidability results that fail in the non-lossy case. However, the

complexity of such decidable problems may be huge (Schnoebelen, 2002; Schmitz and Schnoebelen,

2013).

Moreover, the downward closure is a useful abstraction of languages: Suppose a language L describes

the set of action sequences of a system modeled, for example, by a vector addition system or a pushdown

automaton. If this system is observed via a lossy channel, then L↓ is the set of sequences seen by the

observer (Habermehl et al., 2010). Furthermore, computing a regular representation of L↓ for a given

language L is in many situations sufficient for safety verification of parametrized asynchronous shared-

memory systems (La Torre et al., 2015).

Starting from a regular language given, e.g., by a finite automaton, one can easily compute a repre-

sentation of its downward closure (one can even obtain precise upper and lower bounds in terms of the

size of an automaton recognizing it (Karandikar et al., 2015)). However, despite the fact that the down-

ward closure of a language is always a simple regular language (the complement of a union of piece

languages), it is not always possible to effectively compute a finite automaton for L↓ given a description

of a (possibly nonregular) language L. Such negative results are known, for example, for Church-Rosser

languages (Gruber et al., 2007) and reachability sets of lossy channel systems (Mayr, 2003). We say that

downward closures are computable for C if a finite automaton for L↓ can be algorithmically computed

for every language L in C.

Unboundedness Problems. Let A = {a1, . . . , an} be ordered with a1 < · · · < an. For a symbol

a ∈ A and a word w ∈ A∗, let #a(w) denote the number of occurrences of a in w. The Parikh image

of a word w is the n-tuple (#a1
(w), . . . ,#an

(w)). The Parikh image of a language L is the set of all

Parikh images of words from L. A tuple (m1, . . . ,mn) ∈ Nn is dominated by a tuple (d1, . . . , dn) ∈ Nn

if di ≥ mi for every i = 1, . . . , n.

Definition 2.3 The diagonal problem for C is the following decision problem:

INPUT. A language L ⊆ A∗ from C.

QUESTION. Is each tuple (m, . . . ,m) ∈ Nn dominated by some tuple in the Parikh image of L?

Equivalently, the diagonal problem for C asks whether there are infinitely many tuples (m, . . . ,m) domi-

nated by some tuple in the Parikh image of L.

The simultaneous unboundedness problem (SUP) is a restricted version of the diagonal problem where

the input is a language in which the symbols are grouped together:

Definition 2.4 The simultaneous unboundedness problem (SUP) for C is the following decision problem:

INPUT. A language L ⊆ a∗1 · · ·a
∗
n from C, for some ordering a1, . . . , an of A.

QUESTION. Is each tuple (m, . . . ,m) ∈ Nn dominated by some tuple in the Parikh image of L?

In other words, the SUP asks whether L↓ = a∗1 · · ·a
∗
n.
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Characterizations. Perhaps surprisingly, our second main result here implies that in a full trio, sepa-

rability by PTL is decidable if and only if downward closures are computable. Our proof relies on the

following characterization of computability of downward closures:

Theorem 2.5 (Zetzsche, 2015a) Let C be a full trio. Then downward closures are computable for C if

and only if the SUP is decidable for C.

We are now ready to state the second main result, which is an extension of Theorem 2.5 and connects it

to separability:

Theorem 2.6 For each full trio C, the following are equivalent:

(1) Separability of C by PTL is decidable.

(2) The diagonal problem for C is decidable.

(3) The SUP for C is decidable.

(4) Downward closures are computable for C.

Theorem 2.5 provides the equivalence between (3) and (4). We prove the remaining equivalences in

Section 4. In particular, we present an algorithm to decide separability for full trios that have a decidable

diagonal problem, showing one direction of the equivalence. The algorithm does not rely on semilinearity

of Parikh images. For example, in Section 5 we apply the theorem to Vector Addition System languages,

which do not have a semilinear Parikh image.

3 Common Patterns

In this section we prove Theorem 2.2. We say that an infinite sequence is adequate if it is (−→u ,
−→
B )-

adequate for some factorization pattern (−→u ,
−→
B ). We will show the following combinatorial statement

using Simon’s Factorization Forest Theorem (Simon, 1990).

Lemma 3.1 Every infinite sequence (wn)n of words admits an adequate subsequence.

Before proving it, we note that Lemma 3.1 gives us an alternative proof of Higman’s Lemma.

Corollary 3.2 (Higman, 1952) The scattered subword ordering over A∗ is well.

Proof: We want to show that for any sequence of words (wn)n∈N, there exist two indices i, j such that

i < j and wi � wj , where � denotes the scattered substring relation. Taking a subsequence of (wn)n∈N

if necessary, we may assume by Lemma 3.1 that (wn)n∈N is adequate. This means that there exists a

factorization pattern (−→u ,
−→
B ), where −→u = (u0, . . . , up) and

−→
B = (B1, . . . , Bp) such that (wn)n∈N is

(−→u ,
−→
B )-adequate, that is,

∀n ∈ N, wn ∈ u0(B1
⊛)nu1 · · ·up−1(Bp

⊛)nup. (3.1)

In particular for n = 0, there exist v0, . . . , vp such that

w0 = u0v0u1 . . . up−1vpup (3.2)
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and

vi ∈ Bi
⊛. (3.3)

Note that by definition of the ⊛ operation, if v ∈ B⊛, then for all v′ ∈ (B⊛)|v|, we have v � v′. Together

with (3.1), (3.2) and (3.3), this entails that w0 � wn for all n ≥ n0 = max{|vi| | 0 ≤ i ≤ p}. It then

suffices to choose i = 0 and j = n0. ✷

Proof of Lemma 3.1: We use Simon’s Factorization Forest Theorem, which we recall. See (Simon, 1990;

Kufleitner, 2008; Bojańczyk, 2009; Colcombet, 2010, 2017) for proofs and extensions of this theorem. A

factorization tree of a nonempty word x is a finite ordered unranked tree T (x) whose nodes are labeled

by nonempty words, and such that:

• all leaves of T (x) are labeled by symbols,

• all internal nodes of T (x) have at least 2 children, and

• if a node labeled y has k children labeled y1, . . . , yk from left to right, then y = y1 · · · yk.

Given a semigroup morphism ϕ : A+ → S into a finite semigroup S, such a factorization tree is called

ϕ-Ramseyan if every internal node has either 2 children, or k children labeled y1, . . . , yk, in which case

ϕ maps all words y1, . . . , yk to the same idempotent of S, i.e., to an element e such that ee = e. Simon’s

Factorization Forest Theorem states that every word has a ϕ-Ramseyan factorization tree of height at

most 3|S|.
Let (wn)n be an infinite sequence of words. We use Simon’s Factorization Forest Theorem with the

morphism Alph : A+ → 2A. Recall that Alph maps a word w to the set of symbols used in w.

Consider a sequence (T (wn))n, where T (wn) is an Alph-Ramseyan tree of wn, given by the Fac-

torization Forest Theorem. In particular, one may choose T (wn) of height at most 3 · 2|A|. Therefore,

extracting a subsequence if necessary, one may assume that the sequence of heights of the trees T (wn)
is a constant H . We argue by induction on H . If H = 0, then every wn is a symbol. Hence, one may

extract from (wn)n a constant subsequence, say (a)n∈N, which is therefore ((a), ())-adequate, that is, ad-

equate for the factorization pattern consisting of (a) and the empty tuple (). Hence, it is adequate, which

concludes the case H = 0.

Assume now that H > 0. We denote the arity of the root of T (wn) by arity(wn) and we call it the arity

of wn. We distinguish two cases:

CASE 1. One can extract from (wn)n a subsequence of bounded arity. Therefore, one may extract a

subsequence of constant arity, say K , from wn, and replacing (wn)n by such a subsequence, one

may assume that (wn)n itself has this property. This implies that each wn can be written as a

concatenation of K words

wn = wn,1 · · ·wn,K ,

where wn,i is the label of the i-th child of the root in T (wn). Therefore, the Alph-Ramseyan

subtree of each wn,i is of height at most H − 1. By induction, one can extract from every (wn,i)n
an adequate subsequence. Proceeding iteratively for i = 1, 2, . . . ,K , one extracts from (wn)n a

subsequence (wσ(n))n such that every (wσ(n),i)n is adequate. But a finite concatenation of adequate

sequences is obviously adequate. Therefore, the subsequence (wσ(n))n of (wn)n is also adequate.
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CASE 2. The arity ofwn grows to infinity. Therefore, extracting if necessary, one can assume for every n,

that arity(wn) ≥ max(n, 3). Since each factorization tree is Alph-Ramseyan and since the arity of

the root of each tree is at least 3, all children of the root of the n-th tree map to the same idempotent

in 2A, say Bn ⊆ A. Since 2A is finite, one can further extract a subsequence, say wσ(n), such that

Bσ(n) is constant, equal to some B ⊆ A. To sum up, each word of the subsequence is of the form

wσ(n) = wn,1 · · ·wn,Kn
,

with Kn ≥ n and, where the alphabet of wn,i is B. Therefore, wσ(n) ∈ (B⊛)Kn ⊆ (B⊛)n, which

means that (wσ(n))n is ((ε, ε), (B))-adequate, hence it is adequate. ✷

For a nonempty wordw, denote its first (resp., last) symbol by first(w), (resp., last(w)). A factorization

pattern (−→u ,
−→
B ) = ((u0, . . . , up), (B1, . . . , Bp)) is said to be proper if

1. for all i = 0, . . . , p− 1, we have ui = ε or last(ui) /∈ Bi+1,

2. for all i = 1, . . . , p, we have ui = ε or first(ui) /∈ Bi, and

3. for all i = 1, . . . , p− 1, if ui = ε, then we have
(

Bi * Bi+1 and Bi+1 * Bi

)

.

Note that if a sequence (wn)n is adequate, then there exists a proper factorization pattern (−→u ,
−→
B ) such

that (wn)n is (−→u ,
−→
B )-adequate. This is easily seen from the following observations and their symmetric

counterparts:

u = a1 · · · ak and ak ∈ B ⇒ a1 · · ·ak(B⊛)n ⊆ a1 · · ·ak−1(B
⊛)n,

Bi ⊆ Bi+1 ⇒ (Bi
⊛)n(Bi+1

⊛)n ⊆ (Bi+1
⊛)n.

The following lemma gives a condition under which two sequences share a factorization pattern and is

very similar to (Almeida, 1994, Theorem 8.2.6). In its statement, we write v ∼n w for two words v and

w if they have the same scattered substrings up to length n, that is, if for every word u of length at most

n, we have u � v if and only if u � w. Notice that ∼n is an equivalence relation for every n ∈ N.

Lemma 3.3 Let (−→u ,
−→
B ) and (

−→
t ,

−→
C ) be proper factorization patterns. Let (vn)n and (wn)n be two

sequences of words such that

• (vn)n is (−→u ,
−→
B )-adequate

• (wn)n is (
−→
t ,

−→
C )-adequate, and

• vn ∼n wn for every n ≥ 0.

Then, −→u =
−→
t and

−→
B =

−→
C .

Proof: For a factorization pattern (−→u ,
−→
B ), we define

‖(−→u ,
−→
B )‖ = (

ℓ
∑

i=0

|ui|) + ℓ,
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where ℓ+ 1 is the number of components in the vector −→u = (u0, . . . , uℓ). Let

k = max(‖(−→u ,
−→
B )‖, ‖(

−→
t ,

−→
C )‖) + 1.

Consider the second word of the sequence (vn)n, i.e., v1 = u0r1u1 · · · rℓuℓ, where Alph(ri) = Bi.

Define

v
(k)
1 = u0r

k
1u1 . . . r

k
ℓ uℓ. (3.4)

Recall that (vn)n being a (−→u ,
−→
B )-adequate sequence means that

∀n ∈ N, vn ∈ u0(B1
⊛)nu1 · · ·uℓ−1(Bℓ

⊛)nuℓ. (3.5)

Let N = k ·max(|r1|, . . . , |rn|). By (3.4) and (3.5), we get v
(k)
1 � vN . Let M ≥ max(N, |v

(k)
1 |), so that

v
(k)
1 is a scattered substring of vM of length at most M . Since vM ∼M wM , this gives that

v
(k)
1 � wM . (3.6)

To show that (−→u ,
−→
B ) = (

−→
t ,

−→
C ), we first define a bijection between elements of the sequence of indexed

alphabets in
−→
B and elements of the sequence of those in

−→
C . For this, we embed v

(k)
1 in wM in the

‘leftmost’ way. Let us make this precise: let x, y ∈ A∗ with x = x1 · · ·x|x| and y = y1 · · · y|y|, where

xi, yi ∈ A. If x � y, by definition there exists an increasing mapping h : {1, . . . , |x|} → {1, . . . , |y|}
such that xi = yh(i) holds for all i. We say that such a mapping is an embedding of x in y. The leftmost

embedding hleft of x in y is such that additionally, for any embedding h, we have hleft(i) ≤ h(i) for all i.

To define the bijection, it is convenient to tag the subalphabets Bi, Cj , as some of them may be equal.

Therefore, we set B = {(B1, 1), . . . , (Bℓ, ℓ)} and C = {(C1, 1), . . . , (Cm,m)}, where ℓ (resp. m)

denotes the length of the vector
−→
B (resp.

−→
C ). We define a function f : B → C as follows. Consider

the leftmost embedding hleft of v
(k)
1 in wM , which exists by (3.6). Since (wn)n is a (

−→
t ,

−→
C )-adequate

sequence, one may write

wM = t0s1t1 · · · tm−1smtm with sj ∈ (Cj
⊛)M for all j.

For i in {1, . . . , ℓ}, consider the substring rki of v
(k)
1 . By definition of k > ‖(

−→
t ,

−→
C )‖ and since |ri| > 0,

the pigeonhole principle implies that all positions of one of these k copies of ri must be mapped by hleft

to positions of some substring sj ∈ (Cj
⊛)M . We define f(Bi, i) = (Cj , j) for the smallest such index j.

The function g : C → B is defined symmetrically, by exchanging the roles of (vn)n and (wn)n.

Moreover, since Alph(ri) = Bi and ri � sj ∈ (Cj
⊛)M , we obtain that f(Bi, i) = (Cj , j) entails

Bi ⊆ Cj . Similarly, if g(Cj , j) = (Bi, i), then Cj ⊆ Bi. If we show that f and g define a bijective

correspondence between B and C, then ℓ = m. The above observations would then imply that Bi = Ci,

for every i.
To establish that f and g are inverses of one another, we apply Lemma 8.2.5 from (Almeida, 1994),

which we shall first repeat:

Lemma 3.4 (Almeida, 1994, Lemma 8.2.5) Let X and Y be finite totally ordered sets and let P be a

partially ordered set. Let f : X → Y, g : Y → X, p : X → P and q : Y → P be functions such that

1. f and g are nondecreasing.
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2. for any x ∈ X, p(x) ≤ q(f(x)),

3. for any y ∈ Y, q(y) ≤ p(g(y)),

4. if x1, x2 ∈ X, f(x1) = f(x2) and p(x1) = q(f(x1)), then x1 = x2,

5. if y1, y2 ∈ Y, g(y1) = g(y2) and q(y1) = p(g(y1)), then y1 = y2.

Then f and g are mutually inverse functions and p = q ◦ f and q = p ◦ g.

We prove Lemma 3.4 for the sake of completeness, and because there is a minor mistake in (Almeida,

1994): the original statement lacks the hypothesis that f, g are nondecreasing, and this hypothesis can

easily be seen to be necessary.

Proof of Lemma 3.4: By symmetry, it suffices to prove that for all x ∈ X , we have g(f(x)) = x. Note

that this equality together with Item 2 and Item 3 applied to y = f(x) then entails that p = q ◦ f .

Let x ∈ X , we have to show that g(f(x)) = x. We define inductively two sequences, by x0 = x,

yn = f(xn) ∈ Y and xn+1 = g(yn) ∈ X . Assume by contradiction that x0 6= x1. By symmetry, we may

assume that x0 < x1. We claim that the sequence (xn)n is strictly increasing, which immediately gives a

contradiction since X is finite. We prove this claim by induction. We already know that x0 < x1.

Assume now that xn−1 < xn, we show that xn < xn+1. Since f is nondecreasing, we have yn−1 ≤ yn.

We want to show that yn−1 < yn. If on the contrary yn−1 = yn, then f(xn−1) = f(xn) and by Items 2

and 3, we would have,

p(xn) ≤ q(f(xn)) = q(yn) = q(yn−1) ≤ p(g(yn−1)) = p(xn),

so that p(xn) = q(f(xn)). Item 4 applied to xn and xn−1 would imply that xn−1 = xn, contradicting

our induction hypothesis. Therefore, yn−1 < yn. With a similar argument, from yn−1 < yn we obtain

xn < xn+1, as desired. ✷

To apply Lemma 3.4, let X = B be ordered according to the second component, that is, (Bi, i) <
(Bj , j) when i < j. Similarly, let Y = C be ordered according to the second component. Observe that

the functions f : B → C and g : C → B defined above are nondecreasing by construction. Finally, let P
be the set of subalphabets of A partially ordered by inclusion, and let p and q be the projections onto the

first coordinate.

Let us verify that f and g fulfill all conditions of Lemma 3.4. Item 2 holds since for all i and j,
f(Bi, i) = (Cj , j) implies that Bi ⊆ Cj . Item 3 holds symmetrically.

For Item 4, suppose that f(Bi1 , i1) = f(Bi2 , i2) = (Cj , j) and that p(Bi1 , i1) = q(f(Bi1 , i1)), that

is, Bi1 = Cj . The first condition, f(Bi1 , i1) = f(Bi2 , i2) = (Cj , j), means that a substring ri1 and

a substring ri2 of v
(k)
1 have all their positions mapped by hleft to positions of sj in wM . Therefore, all

intermediate positions are also mapped to positions of sj , which implies, using the second condition,

Bi1 = Cj , that Alph(ri1ui1 · · · ri2 ) ⊆ Alph(sj) = Cj = Bi1 = Alph(ri1 ). But we assumed that (−→u ,
−→
B )

is a proper factorization pattern, so i1 must be equal to i2. This shows that Item 4 holds. Item 5 is dual.

It follows that indeed f and g define a bijective correspondence between B and C, thus ℓ = m and

Bi = Ci, for every i. Since we are dealing with proper factorization patterns, v
(k)
1 � wM now implies

that ui � ti for every i. Symmetrically, ti � ui for every i. Thus, for every i, ui = ti. ✷

The proof of Theorem 2.2 relies on Lemmas 3.1 and 3.3, as well as on the following characterization of

PTL-(non)-separation.
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Lemma 3.5 Let I and E be two languages. Then, I andE are not PTL-separable if and only if for every

n ∈ N, there exist vn ∈ I and wn ∈ E such that vn ∼n wn.

Proof: We first prove the implication from left to right by contraposition: suppose that there exists n ∈ N
such that (I × E) ∩ ∼n = ∅. We have to prove that I and E are PTL-separable. The assumption implies

that [I]n := {v | ∃w ∈ I such that v ∼n w} separates I from E. It remains to verify that it is a PTL.

Observe that ∼n has finite index, because an ∼n-class is defined by a subset of words of length at most n.

Therefore, [I]n is a finite union of ∼n-classes. To show that [I]n is a PTL, it is therefore enough to check

that a single ∼n-class is a PTL, which is the case since the ∼n-class of u is

⋂

v�u, |v|≤n

v↑ ∩
⋂

v 6�u, |v|≤n

A∗ \ (v↑)

where v↑ is the A-upward closure of {v}, i.e., the piece language A∗a1A
∗ · · ·A∗akA

∗, if v = a1 · · ·ak.

For the other direction, we first note that a piecewise testable language is a union of ∼n-equivalence

classes for some n. Indeed, notice that by definition, a piecewise testable language is a finite Boolean

combination of piece languages. Let n be the maximal length of the pieces defining these piece languages.

Any piece language A∗a1A
∗ · · ·A∗akA

∗, may, for v = a1 · · · ak, be written as
⋃

v�w[w]∼k
. This is a

finite union, as ∼k has finite index. For every k, the equivalence relation ∼k+1 is a refinement of ∼k.

Therefore, A∗a1A
∗ · · ·A∗akA

∗ may also be written as a finite union of ∼n-equivalence classes. And,

clearly, a finite Boolean combination of finite unions of ∼n-equivalence classes is again a finite union of

∼n-equivalence classes. Now suppose that for every n ∈ N, there are words in I (respectively, E) that

are ∼n-equivalent. Since a piecewise testable language is a union of ∼n-equivalence classes for some n,

any piecewise testable language containing I will, in this case, have nonempty intersection with E. ✷

We are now able to prove Theorem 2.2 using Lemmas 3.1, 3.3 and 3.5.

Proof of Theorem 2.2. Two word languages I andE are not separable by PTL if and only if they contain

a common pattern (−→u ,
−→
B ).

Proof: To prove the “if”-direction of the theorem, we show that for every n, there exist words in I and

in E that are ∼n-equivalent. By hypothesis, I and E contain a common factorization pattern (−→u ,
−→
B ). By

definition, this gives us two sequences of words (vn)n and (wn)n such that for all n,

vn ∈ I ∩ u0(B1
⊛)nu1 · · ·up−1(Bp

⊛)nup,

wn ∈ E ∩ u0(B1
⊛)nu1 · · ·up−1(Bp

⊛)nup.

Observe that for all i, (Bi
⊛)n contains precisely all words from B≤n

i as scattered substrings of size up

to n. It follows that vn ∼n wn.

We now prove the “only-if” direction. The existence of vn ∼n wn for every n ∈ N defines an infi-

nite sequence of pairs (vn, wn)n, from which we will iteratively extract infinite subsequences to obtain

additional properties, while keeping ∼n-equivalence.

By Lemma 3.1, one can extract from (vn, wn)n a subsequence whose first component forms an ade-

quate sequence. From this subsequence of pairs, using Lemma 3.1 again, we extract a subsequence whose

second component is also adequate (note that the first component remains adequate). Therefore, one can
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assume that both (vn)n and (wn)n are themselves adequate. This means there exist proper factoriza-

tion patterns for which (vn)n resp. (wn)n are adequate. Since vn ∼n wn, Lemma 3.3 shows that one

can choose the same proper factorization pattern (−→u ,
−→
B ) such that both (vn)n and (wn)n are (−→u ,

−→
B )-

adequate. This means that I and E contain a common pattern (−→u ,
−→
B ). ✷

4 The Characterization for Separability

In this section we prove our main characterization:

Theorem 2.6. For each full trio C, the following are equivalent:

(1) Separability of C by PTL is decidable.

(2) The diagonal problem for C is decidable.

(3) The SUP for C is decidable.

(4) Downward closures are computable for C.

The equivalence between (3) and (4) is immediate from Theorem 2.5. The implication “(2) ⇒ (3)” is

trivial because the SUP is a special case of the diagonal problem. We prove the other direction “(3) ⇒ (2)”
and the implication “(1) ⇒ (3)” in Section 4.1. Finally, we prove the implication “(2) ⇒ (1)” in

Section 4.2, by giving an algorithm for separability if the diagonal problem is decidable.

4.1 Algorithms for the Diagonal Problem and the SUP

In this section, we reduce the diagonal problem to the simultaneous unboundedness problem and to sepa-

rability by PTL. It should be noted that the implication “(3) ⇒ (2)” already follows easily from the equiv-

alence between (3) and (4) (shown in (Zetzsche, 2015a)): when one can compute downward closures, the

diagonal problem reduces to the case of regular languages. However, the algorithm for downward closure

computation in (Zetzsche, 2015a) is not accompanied by any complexity bounds. Therefore, we mention

here a reduction that can be carried out in non-deterministic polynomial time if we assume that the full trio

operations require only polynomial time (Lemma 4.2). This reduction is based on the fact that downward

closed languages can be written as finite unions of ideals, which is also a central ingredient in (Zetzsche,

2015a). An ideal is a language of the form B∗
0{b1, ε}B

∗
1 · · · {bm, ε}B

∗
m, where m ≥ 0, b1, . . . , bm are

symbols, and B0, . . . , Bm are alphabets. Clearly, every ideal is downward closed. We use the following

result by Jullien, which has later been rediscovered in (Abdulla et al., 2004).

Theorem 4.1 (Jullien, 1969) Every downward closed language is a finite union of ideals.

In fact, there is a notion of ideal in well quasi orderings for which this result holds in general. The property

of the theorem is even equivalent to the fact that the underlying quasi ordering has no infinite antichains,

see (Bonnet, 1975; Fraïssé, 2000) and (Erdős and Tarski, 1943). See also (Finkel and Goubault-Larrecq,

2009; Leroux and Schmitz, 2015) for other perspectives.

We now prove the implication “(3) ⇒ (2)” of Theorem 2.6. In the following lemma, we use the defini-

tion of full trios as being closed under rational transductions. A subset T ⊆ A∗ × B∗ for alphabets A,B
is called a rational transduction if there is an alphabet C, a regular language R ⊆ C∗, and morphisms
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α : C∗ → A∗, β : C∗ → B∗ such that we have T = {(α(w), β(w)) | w ∈ R}. For a language L ⊆ A∗

and a rational transduction T ⊆ A∗ × B∗, we define

TL = {w ∈ B∗ | ∃v ∈ L : (v, w) ∈ T }.

It is well-known that a nonempty class of languages C is an effective full trio if and only if for each L ∈ C
and each rational transduction T , we have effectively TL ∈ C, see (Berstel, 1979) for instance.

Observe that the set

D = {(u, v) ∈ A∗ ×A∗ | v � u}

is a rational transduction, meaning that for every member L of a full trio C, the language L↓ = DL is

effectively contained in C as well.

Lemma 4.2 Let C be a full trio. If the SUP is decidable for C, then so is the diagonal problem for C.

Proof: Let L ⊆ A∗ with A = {a1, . . . , an}. We say that L satisfies the diagonal property if for each

m ∈ N, the vector (m, . . . ,m) (with |A| entries) is dominated by some vector in the Parikh image

of L. We claim that L satisfies the diagonal property if and only if we can order the symbols of A as

A = {b1 ≤ · · · ≤ bn} such that b∗1 · · · b
∗
n ⊆ L↓. The “if” direction is immediate, so suppose L satisfies

the diagonal property.

Since L satisfies the diagonal property, so does L↓. According to Theorem 4.1, we can write L↓ as a

finite union of ideals. This means that at least one of these ideals has to satisfy the diagonal property. Let

I = C∗
0{c1, ε}C

∗
1 · · · {cm, ε}C

∗
m be one such ideal. Then we have C0 ∪· · ·∪Cm = A, since any element

of A \ (C0 ∪ · · · ∪ Cm) can occur at most m times in words in I . Hence, if we order the elements of A
linearly by picking first the elements of C0, then those of C1 \ C0, and so forth, the resulting ordering

A = {b1 ≤ · · · ≤ bn} clearly satisfies b∗1 · · · b
∗
n ⊆ I ⊆ L↓. This proves our claim.

Assume that C is a full trio for which the SUP is decidable. We show that the diagonal problem is

decidable for C as well. Let L ⊆ A∗ be a language. .

We guess a linear ordering A = {b1 ≤ · · · ≤ bn}. Notice that since C is closed under intersection

with regular sets, the language K = L↓ ∩ b∗1 · · · b
∗
n is effectively contained in C. Then, K is an instance

of the SUP. By our claim, L satisfies the diagonal property if and only if there exists a linear ordering

A = {b1 ≤ · · · ≤ bn} such that K = L↓ ∩ b∗1 · · · b
∗
n is a positive instance of the SUP. ✷

This concludes the proof of “(3) ⇒ (2)” of Theorem 2.6, so that we now have established that Items

(2), (3) and (4) are equivalent. It remains to connect these problems with the separation problem.

The correctness proof of our reduction of the SUP to the separability problem employs a characteriza-

tion of separability by PTL from (Czerwiński et al., 2013b). For languages K,L ⊆ A∗, a (K,L)-zigzag

is an infinite sequence of words (wi)i∈N such that

(i) wi � wi+1 for every i ∈ N,

(ii) wi ∈ K for every even i and

(iii) wi ∈ L for every odd i.

The characterization for separability by PTL is then as follows.

Theorem 4.3 (Czerwiński et al., 2013b) Let K,L ⊆ A∗ be languages. Then L and K are separable by

PTL if and only if there is no (K,L)-zigzag.

Lemma 4.4 Let C be a full trio. If separability by PTL is decidable for C, then so is the SUP for C.
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Proof: Let A = {a1, . . . , an} and let L ⊆ a∗1 · · · a
∗
n be a language in C. Let T ⊆ A∗ ×A∗ be the rational

transduction

T = {(ak1

1 · · ·akn

n , a2k1

1 · · · a2kn

n ) | k1, . . . , kn ≥ 0}.

Moreover, consider the regular language

K = {a2k1+1
1 · · ·a2kn+1

n | k1, . . . , kn ≥ 0}.

We claim that T (L↓) and K are inseparable by PTL if and only if L↓ = a∗1 · · ·a
∗
n. We first show that

this claim implies the lemma. Indeed, since C is a full trio, the language T (L↓) is effectively contained

in C. Since K is a member of C (since every full trio contains the family of regular languages), the claim

clearly implies the lemma.

We now prove the claim. Suppose that L↓ = a∗1 · · · a
∗
n. Then we have T (L↓) = (a1a1)

∗ · · · (anan)∗

and the sequence (wi)i∈N with wi = ai1 · · ·a
i
n is a (T (L↓),K)-zigzag, meaning that T (L↓) and K are

inseparable by PTL, by Theorem 4.3.

Now suppose T (L↓) andK are inseparable by PTL. Then again by Theorem 4.3, there is a (T (L↓),K)-
zigzag (wi)i∈N. This means in particular that, for all i, we have wi � wi+1, so that |wi|a ≤ |wi+1|a for

a ∈ A. By construction of T and K , the numbers |wi|a and |wi+1|a are incongruent modulo 2, which

implies |wi|a < |wi+1|a and therefore |wi|a ≥ i. Moreover, since the sequence is a zigzag, we have

{w2i | i ≥ 0} ⊆ T (L↓) and thus L↓ = a∗1 · · ·a
∗
n. This completes the proof of our lemma. ✷

4.2 The Algorithm for Separability

It only remains to prove the implication “(2) ⇒ (1)” to finish the proof of Theorem 2.6. In this section

we show that, for full trios with decidable diagonal problem, we can decide separability by PTL. Fix two

languages I and E from a full trio C which has decidable diagonal problem.

To test whether I is separable from E by a piecewise testable language S, we run two semi-procedures

in parallel. The positive one looks for a witness that I and E are separable by PTL, whereas the negative

one looks for a witness that they are not separable by a PTL. Since one of the semi-procedures always

terminates, we have an effective algorithm that decides separability. It remains to describe the two semi-

procedures.

Positive semi-procedure. We first note that, when a full trio has decidable diagonal problem, it also has

decidable emptiness. Indeed, emptiness of a language L ⊆ A∗ can be decided by taking the A-upward

closure of L (which can be effectively computed from L, since it can be implemented by a rational

transduction). In the resulting language, the diagonal problem returns true if and only if L is nonempty.

The positive semi-procedure enumerates all PTLs over the union of the alphabets of I andE. For every

PTL S it checks whether S is a separator, so if I ⊆ S and E ∩ S = ∅. The first test is equivalent to

I ∩ (A∗ \ S) = ∅. Thus both tests boil down to checking whether the intersection of a language from

the class C (I or E, respectively) and a regular language (S and A∗ \ S, respectively) is empty. This is

decidable, as C is effectively closed under taking intersections with regular languages and has decidable

emptiness problem.

Negative semi-procedure. Theorem 2.2 shows that there is always a finite witness for inseparability: a

pattern (−→u ,
−→
B ). The negative semi-procedure enumerates all possible patterns and for each one, checks

the condition of Theorem 2.2. We now show how to test this condition, i.e., for a pattern (−→u ,
−→
B ) test
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whether for all n ∈ N the intersection of L(−→u ,
−→
B, n) with both I and E is nonempty. Note that the

difficulty for testing this condition comes from the universal quantification over n.

Checking the condition. Here we show for an arbitrary language from C how to check whether for all

n ∈ N its intersection with the language L(−→u ,
−→
B, n) is nonempty. Fix L ∈ C over an alphabet A and

a pattern (−→u ,
−→
B ), where −→u = (u0, . . . , uk) and

−→
B = (B1, . . . , Bk). Intuitively, we just consider a

diagonal problem with some artifacts: we are counting the number of “full occurrences” of alphabets Bi

and checking whether those numbers can simultaneously become arbitrarily big.

We show decidability of the non-separability problem by a formal reduction to the diagonal problem.

We perform a sequence of steps. In every step we will slightly modify the considered language L and

appropriately customize the condition to be checked. Using the closure properties of the full trio C we

will ensure that the investigated language still belongs to C.

First we add special symbols $i, for i ∈ {1, . . . , k}, which do not occur in A. These symbols are meant

to count how many times alphabetBi is “fully occurring” in the word. Then we will assure that words are

of the form

u0 (B1 ∪ {$1})
∗ u1 · · ·uk−1 (Bk ∪ {$k})

∗ uk,

which already is close to what we need for the pattern. Then we will check that between every two

symbols $i (with the same i), every symbol fromBi occurs, so that the $i are indeed counting the number

of iterations through the entire alphabet Bi. Finally we will remove all the symbols except those from

{$1, . . . , $k}. The resulting language will contain only words of the form $∗1$
∗
2 · · · $

∗
k and the condition to

be checked will be exactly the diagonal problem.

More formally, let L0 := L. We modify iteratively L0, resulting in L1, L2, L3, and L4. Each of them

will be in C and we describe them next.

Language L1 is the {$1, . . . , $k}-upward closure of L0. Thus, L1 contains, in particular, all words

where the $i are placed “correctly”, i.e., in between two $i-symbols the whole alphabet Bi should oc-

cur. However at this moment we do not check it. By closure under B-upward closures, which can be

implemented by rational transductions, language L1 belongs to C.

Note thatL1 also contains words in which the $i-symbols are placed totally arbitrary. In particular, they

can occur in the wrong order. The idea behindL2 is to consider only those words in which the $i-symbols

are placed at least in the “right areas”. Concretely, L2 is the intersection of L1 with the language

u0 (B1 ∪ {$1})
∗ u1 · · ·uk−1 (Bk ∪ {$k})

∗ uk.

Since C is a full trio, it is closed under intersection with regular languages, whence L2 belongs to C.

Language L2 may still contain words, such that in between two $i-symbols not all the symbols from

Bi occur. We get rid of these by intersecting L2 with the regular language

u0($1B
⊛

1 )∗$1u1 · · ·uk−1($kB
⊛

k )∗$kuk.

As such, we obtain L3 which, again by closure under intersection with regular languages, belongs to C.2

Note that the intersection of L = L0 with the language L(−→u ,
−→
B, n) is nonempty if and only if L3

contains a word with precisely n + 1 symbols $i for every i ∈ {1, . . . , k}. Indeed, L3 just contains

the (slightly modified versions of) words from L0 which fit into the pattern and in which the symbols $i

2 Of course, one could also immediately obtain L3 from L1 by performing a single intersection with a regular language.
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“count” occurrences of B⊛

i . Furthermore, for every word in L3, the word obtained by removing some

occurrences of some $i is in L3 as well. It is thus enough to focus on the $i-symbols. Language L4 is

therefore the {$1, . . . , $k}-projection of L3. By closure under projections, language L4 belongs to C. The

words contained in L4 are therefore of the form

$a1

1 · · · $ak

k ,

such that there exists w ∈ L with at least ai − 1 occurrences of substrings of B⊛

i between ui−1 and ui.

Therefore, L ∩ L(−→u ,
−→
B, n) is nonempty for all n ≥ 0 if and only if the tuple (n, . . . , n) is dominated by

an element of the Parikh image of L4 for infinitely many n ≥ 0. This is precisely the diagonal problem,

which we know to be decidable for C. ✷

5 Decidable Classes

In this section we show that separability by piecewise testable languages is decidable for a wide range of

classes, by proving that they meet the conditions of Theorem 2.6, in particular, for context-free languages

and languages of labeled vector addition systems (which are the same as languages of labeled Petri nets).

Effectively semilinear Parikh images. A number of language classes is known to exhibit effectively

semilinear Parikh images. A set S ⊆ Nk is linear if it is of the form

S = {v + n1v1 + . . .+ nmvm | n1, . . . , nm ∈ N}

for some base vector v ∈ Nk and period vectors v1, . . . , vm ∈ Nk. A semilinear set is a finite union of

linear sets. We say that a full trio C exhibits effectively semilinear Parikh images if every language in C
has a semilinear Parikh image and one can compute a representation as a (finite) union of linear sets.

Clearly, one can decide the diagonal problem for language classes with effectively semilinear Parikh

images. This amounts to checking whether in a representation of the Parikh image of the given language,

there is some linear set in which each of the symbols occurs in some period vector.

Another option is to use Presburger logic. Semilinear sets are exactly those definable by Presburger

logic. Moreover, the translation is effective. Assume that |A| = k, so the Parikh imageP of the considered

language is a subset of Nk and φ is a Presburger formula describing P having k free variables. Then

ψ = ∀n∈N ∃x1,x2,...,xk

(

∧

i∈{1,...,k}

(xi ≥ n)
)

∧ φ(x1, x2, . . . , xk)

is true if and only if the diagonal problem for the considered language is answered positively. Decidability

of the Presburger logic finishes the proof of decidability of the diagonal problem. We refer for the details

of semilinear sets and Presburger logic to (Ginsburg and Spanier, 1966).

Examples of full trios with effectively semilinear Parikh images are context-free languages (Parikh,

1966), multiple context-free languages (Seki et al., 1991), languages of reversal-bounded counter au-

tomata (Ibarra, 1978), stacked counter automata (Zetzsche, 2015b) and finite index matrix languages (Das-

sow and Păun, 1989).
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Higher-Order Pushdown Automata and Recursion Schemes. Very recently, it was shown that the

diagonal problem is decidable for higher-order pushdown automata (Hague et al., 2016) and even higher-

order recursion schemes (Clemente et al., 2016). Both of these methods use an inductive approach: The

diagonal problem for order-(n + 1) pushdown automata (resp. schemes) is decided by constructing an

order-n pushdown automaton (resp. scheme) that is equivalent with respect to the diagonal problem.

Hence, the algorithm arrives at order 0, for which the diagonal problem is easy to solve.

Languages of Labeled Vector Addition Systems and Petri Nets. A k-dimensional (labeled) vector

addition system, or (labeled) VAS M = (A, T, δ0, δ1, ℓ, s, t) over alphabet A consists of a finite set of

transitions T , a labeling ℓ : T → A ∪ {ε}, mappings δ0, δ1 : T → Nk, and source and target vectors

s, t ∈ Nk. A labeled VAS defines a transition relation on the set Nk of markings. For two markings u, v ∈
Nk we write u

a
−→ v if there is an r ∈ T such that δ0(r) ≤ u and v = u − δ0(r) + δ1(r) and ℓ(r) = a,

where the addition and comparison of vectors is defined coordinate-wise. For two markings u, v ∈ Nk we

say that u reaches v (via the word w) if there is a sequence of markings u0 = u, u1, . . . , un−1, un = v

such that ui
ai−→ ui+1 for all i ∈ {0, . . . , n − 1} and w = a0 · · · an−1. For a given labeled VAS M the

language of M , denoted L(M), is the set of all words w ∈ A∗ such that source reaches target via w. We

note that languages of labeled VASs are the same as languages of labeled Petri nets.

Since labeled VAS languages are known to be a full trio (Jantzen, 1979), we only need to prove decid-

ability of the diagonal problem. For instance, this can be done by using the computability of downward

closures for VAS languages (Habermehl et al., 2010).

Here, we present an alternative approach to this problem. We show that the diagonal problem for VAS

languages is decidable by reduction to the place-boundedness problem for VASs with one zero test, which

has been shown decidable (Bonnet et al., 2010, 2012). A k-dimensional (labeled) vector addition system

with one zero-test, or (labeled) VASz over the alphabet A is a tuple M = (A, T, rz , δ0, δ1, ℓ, s, t) such

that (A, T, δ0, δ1, ℓ, s, t) is a VAS and additionally rz ∈ T is a distinguished zero-test transition. The

semantics of a VASz differs slightly from that of VASs. For two markings u, v ∈ Nk in a VASz with

u = (u1, . . . , uk), we write u
a

−→ v if there is r ∈ T such that (i) δ0(r) ≤ u, (ii) v = u− δ0(r) + δ1(r),
(iii) if r = rz , then u1 = 0, and (iv) ℓ(r) = a. Then, reaching another marking via a word is defined

accordingly as in a VAS. In (Bonnet et al., 2010, 2012), it was shown that given a k-dimensional VASz and

an i ∈ {1, . . . , k}, it is decidable whether for every n ∈ N, there is a reachable marking u = (u1, . . . , uk)
with ui ≥ n. This is known as the place-boundedness problem.

To set up our reduction, we start from a VAS M . Our objective is to build from M a VASz Mz , such

thatMz is unbounded in some distinguished coordinate if and only if L(M) has the diagonal property. To

build Mz from M , we proceed in two steps.

STEP 1. The first step consists in modifying the VAS M to get another VAS M ′, in the following way.

– First, it is well-known that any VAS can be turned into one generating the same language and having

(0, . . . , 0) ∈ Nk as target marking (Hack, 1976), meaning we may assume that the target is zero.

– Second, we introduce a new sum coordinate, say as coordinate 1: it is easy to modify the VAS so that

in the new first coordinate, one always has the sum of all original coordinates of M .

– Finally, we add for each a ∈ A a symbol coordinate, which counts how many times we read sym-

bol a. That is, for every transition which is labeled by a ∈ A, we add 1 in the symbol-coordinate

corresponding to a and 0 in the symbol-coordinates corresponding to other symbols. Hence, the set of

symbol-coordinates always contains the Parikh image of the read prefix.
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STEP 2. In the second step, we turn the VAS M ′ into a VASz Mz . For this, we add,

– two mode coordinates: the VASz Mz will be able to switch from the first mode to the second mode

(but not the other way around), and

– a minimum coordinate, counting the minimum of all original coordinates. The intention is that this

specific coordinate will be unbounded if and only if the original VAS M has the diagonal property.

More precisely:

1. The initial marking is enriched by 1 on the first mode coordinate and by 0 in the second one.

2. All transitions of M ′ are changed so that they subtract 1 from the first mode coordinate and add 1

to it as well (i.e., on the first mode coordinate, δ0(r) is −1 and δ1(r) is 1). This means that the

resulting transitions do not modify the mode coordinates, but can be fired only in the first mode.

3. The new zero-test transition rz tests to 0 the sum coordinate that was introduced in Step 1. More-

over, it only subtracts 1 from the first mode coordinate and adds 1 to the second mode coordinate.

In other words, it is applicable only in the first mode, and switches to the second mode.

4. Finally, we add a new transition r̄, labeled by ε, which subtracts 1 from each symbol coordinate

and adds 1 to the minimum coordinate. Moreover, r̄ subtracts 1 from the second mode coordinate

and adds 1 to it (in other words, it does not affect the mode, but applies only in the second one).

Let us argue that the resulting VASz Mz is unbounded in the minimum coordinate if and only if L(M)
has the diagonal property. If L(M) has the diagonal property, then for each n, we find a run in M reading

a word w whose Parikh image dominates (n, . . . , n). Hence, we can take the corresponding run in the

VASz , then fire rz once and then fire r̄ exactly n times to get the minimum coordinate to n.

On the other hand, if the minimum coordinate is unbounded in the VASz Mz , then for each n ≥ 0,

there is a run in which the minimum coordinate holds at least n. The minimum coordinate can only have a

nonzero content if the zero-test transition had been applied beforehand, so that this run has to correspond

to a run in M that arrives at (0, . . . , 0) ∈ Nk (since the zero-test is performed on the sum coordinate), and

reads a word whose Parikh image dominates (n, . . . , n). We have therefore reduced the diagonal problem

for VAS languages to the place-unboundedness problem for VASz . The former is therefore decidable.

Effective Parikh equivalence. Let us mention another obvious consequence of our characterization.

Assume separability by PTL is decidable for a full trio D. Furthermore, suppose that for each given

language L in a full trio C, one can effectively produce a Parikh equivalent language in D. Then, separa-

bility by PTL is also decidable for C. For example, this means that separability by PTL is decidable for

matrix languages (Dassow and Păun, 1989), a natural language class that generalizes VAS languages and

context-free languages. Indeed, it is well-known that given a matrix language, one can construct a Parikh

equivalent VAS language (Dassow and Păun, 1989).

Mixed instances. Our result further yields that if separability by PTL is decidable for each of the full

trios C and D, then it is also decidable whether given K ∈ C and L ∈ D are separable by a PTL. Indeed,

if the diagonal problem is decidable for C and for D, then combining the respective algorithms yields

decidability of the diagonal problem for the full trio C ∪ D. For instance, separability of a context-free

language from the language of a labeled vector addition system is decidable.

Corollary 5.1 Let C and D be full trios. If separability by PTL is decidable for C and for D, then it is

also decidable for C ∪ D.
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6 Undecidable Classes

Given the fact that separability by PTL is decidable for context-free languages, the question arises whether

the same is true of the context-sensitive languages. Here we show that this is not the case, because of the

following reasons. First of all, context-sensitive languages are closed under complementation. Therefore,

decidable separability of context-sensitive languages by PTL would imply that it is decidable to test if

a given context-sensitive language is a PTL. The latter question, however, is already undecidable for

context-free languages (Corollary 6.3). In this section we provide these observations with more detail and

also exhibit a more general technique to show undecidable separability by PTL.

Thomas Place pointed out to us that, by a proof that follows similar lines to the proof of Greibach’s

Theorem (Greibach, 1968), one can show that testing whether a given context-free language is piecewise

testable is undecidable (Place, 2015a). We give the proof below (Proposition 6.2).

We noticed that the proof he gave us even applies to all full trios that contain the language,

Lab = {anbn | n ≥ 0}.

Note that this means that for all the language classes mentioned in Section 5, for which PTL-separability

is decidable, it is undecidable whether a given language is a PTL.

We introduce some additional material to allow for this generalization. Given a languageL, the full trio

generated by L is the smallest full trio containing L, which we denote by T (L). Since the intersection

of full trios is a full trio and every full trio includes the regular languages, such a class indeed exists.

Observe that if L 6= ∅, then T (L) consists of precisely those languages of the form RL, where R is a

rational transduction. In particular, a language RL in T (L) can be denoted using a representation for R.

Furthermore, note that T (L) is always closed under union, because RL∪ SL = (R ∪ S)L and the union

of rational transductions is again a rational transduction.

Lemma 6.1 The universality problem is undecidable for T (Lab).

Proof: We reduce Post’s Correspondence Problem (PCP) to the (non-)universality problem of T (Lab)
3.

An instance of PCP consists in an alphabet A, with A ∩ {0, 1} = ∅, together with two morphisms

α, β : A∗ → {0, 1}∗. The problem asks whether there is a word w ∈ A+ such that α(w) = β(w).
Suppose we are given a PCP instance. From α and β, we build a language Mα,β ∈ T (Lab) over some

alphabet B such that Mα,β = B∗ iff there exists no w ∈ A+ with α(w) = β(w). Our language Mα,β

will be of the formRαLab∪RβLab∪K , whereRα, Rβ are rational transductions andK is regular. Since

T (Lab) is effectively closed under union and includes the regular languages, it contains Mα,β .

Given a morphism γ : A∗ → {0, 1}∗, we first describe the construction of Rγ (which will be instanti-

ated for γ = α, β to get Rα, Rβ). We want to construct a rational transductionRγ such that

RγLab = {uv | u ∈ A+, v ∈ {0, 1}∗, v 6= γ(u)}. (6.1)

Assume first that we are able to construct such a rational transduction Rγ from γ. We argue that this

provides the desired reduction. Indeed, let B = A ∪ {0, 1} and let K = B∗ \ (A+{0, 1}∗). As explained

above, T (Lab) effectively contains Mα,β = RαLab ∪ RβLab ∪ K . Now, in view of the values of

RαLab and RβLab given by (6.1), there is no w ∈ A+ with α(w) = β(w) if and only if Mα,β = B∗.

3 It is worth comparing this proof to that of (Berstel, 1979, Lemma 8.3)
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It remains to construct a rational transductionRγ satisfying (6.1). The intuition is that one uses the input

word anbn of Lab to produce all words uv where the n-th position of v differs from the n-th position of

γ(u). Observe that γ(u) 6= v means that

1. either |γ(u)| > |v|,

2. or |γ(u)| < |v|,

3. or γ(u) and v differ at some common position.

Thus, the rational transduction Rγ is the union of three rational transductions. We illustrate its construc-

tion for the third case. As it is well-known that rational transductions are realized by finite transducers, i.e.,

finite automata reading an input and producing an output along transitions (Berstel, 1979), we describe

the third part of Rγ as such a transducer. For our purpose, it suffices to describe its behavior on inputs of

the form anbn ∈ Lab. On such an input, the transducer first outputs the prefix u = xyz of uv ∈ RγLab

in three steps:

• It outputs some word x ∈ A∗ while, at the same time, it reads a|γ(x)|.

• It outputs a symbol y ∈ A and remembers in its state a position k in γ(y) and the symbol i in γ(y)
at position k.

• It outputs some word z ∈ A∗.

The transducer then produces the suffix v = rst of uv ∈ RγLab, again in three steps:

• It outputs some word r ∈ {0, 1}∗ while, at the same time, it reads b|r|.

• It outputs a word s that, at position k, has a symbol that differs from i.

• It outputs some word t ∈ {0, 1}∗.

Since the input is of the form anbn, the above procedure ensures that |γ(x)| = |r| and therefore produces

precisely the words uv such that v and γ(u) differ at some common position. Treating the other two cases

accordingly yields a construction of Rγ from γ, which concludes the proof. ✷

Proposition 6.2 (Place, 2015a) Let C be a full trio that contains the language Lab. Then, testing whether

a given language from C is piecewise testable is undecidable.

Proof: Since T (Lab) is effectively contained in C, it clearly suffices to show that piecewise testability is

undecidable for T (Lab).
Let L be a language from T (Lab) over an alphabet A. We show that, if we can decide whether L is

piecewise testable, then we can also decide whether L is universal. Since universality is undecidable for

T (Lab) by Lemma 6.1, we have a contradiction.

Fix K as any language in T (Lab) that is not piecewise testable and # as a symbol that is not in A. We

claim that the language L′ = K#A∗∪A∗#L is piecewise testable if and only if L is universal. Note that

L′ belongs to T (Lab) since the latter is effectively closed under union.

If L is universal, then L′ = A∗#A∗, which is trivially piecewise testable.
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If L is not universal, assume by contradiction that L′ is piecewise testable. By hypothesis there is a

word w 6∈ L. It is then immediate that K = L′(#w)−1 is also piecewise testable (as piecewise testable

languages are closed under residuals) which is a contradiction by choice of K . ✷

Since the context-free languages are a full trio and contain Lab, we have the following as one example.

However, note that this is also true for all language classes mentioned in Section 5.

Corollary 6.3 Testing if a context-free language is piecewise testable is undecidable.

7 Concluding Remarks

Since the decidability results we presented are in strong contrast with the remark of Hunt III quoted in

the introduction, we briefly comment on this. What we essentially show is that undecidable emptiness-of-

intersection for a class C does not always imply undecidability for separability of C with respect to some

nontrivial class of languages. In the case of separability with respect to piecewise testable languages, the

main reason is basically that we only need to construct intersections of languages from C with languages

that are regular (or even piecewise testable). Here, the fact that such intersections can be effectively

constructed are, together with a decidable diagonal problem and some mild closure properties, sufficient

for decidability.

In terms of future work, we see many interesting directions and new questions. A first set of problems

concerns separability by PTL and very related topics. Which language classes have a decidable diagonal

problem? Can Theorem 2.6 be extended to also give complexity guarantees? In particular, although we

now know that separability of context-free languages by PTL is decidable, we do not know what the

complexity of the problem is. For example, it is not known if this problem is elementary or not. Finally,

can we find similar characterizations for separability by subclasses of PTL, as considered in (Hofman and

Martens, 2015)?

Another interesting set of questions concerns possible generalizations of our result to broader classes

of separators. Recently, it was shown that PTL is not the only nontrivial class for which separability

is decidable beyond regular languages. In Clemente et al. (2017) and Czerwiński and Lasota (2017)

decidability of separability by regular languages was proven for classes of integer VASS languages and

one counter net languages, respectively. Both these language classes are full trios. Can one formulate

natural equivalent conditions (in the style of Theorem 2.6) not only for PTL separability, but for regular

separability or separability by other classes? For example, all the cases of which we are aware seem

to confirm the following conjecture: under mild robustness conditions, full trios have decidable regular

separability if and only if they have decidable intersection emptiness problem. Such a result would again

be close to the remark of Hunt III that we quoted in the introduction and would make it more precise.
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M. Bojańczyk, L. Segoufin, and H. Straubing. Piecewise testable tree languages. Logical Methods in

Computer Science, 8(3), 2012.

R. Bonnet. On the cardinality of the set of initial intervals of a partially ordered set. In Infinite sets,

Keszthely, 1973, volume 3, pages 189–198. North-Holland, 1975.

R. Bonnet, A. Finkel, J. Leroux, and M. Zeitoun. Place-boundedness for vector addition systems with one

zero-test. In K. Lodaya and M. Mahajan, editors, FSTTCS 2010, volume 8 of LIPIcs, pages 192–203.

Leibniz-Zentrum für Informatik, 2010.

R. Bonnet, A. Finkel, J. Leroux, and M. Zeitoun. Model checking vector addition systems with one

zero-test. Logical Methods in Computer Science, 8(2), 2012.

J. A. Brzozowski and I. Simon. Characterizations of locally testable events. In Symposium on Switching

and Automata Theory (SWAT), 1971.

L. Clemente, P. Parys, S. Salvati, and I. Walukiewicz. The diagonal problem for higher-order recursion

schemes is decidable. In Symposium on Logic in Computer Science (LICS), pages 96–105. ACM, 2016.
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We study Bennett deep sequences in the context of recursion theory; in particular we investigate the notions of

O(1)-deep
K

, O(1)-deep
C

, order-deep
K

and order-deep
C

sequences. Our main results are that Martin-Löf random

sets are not order-deep
C

, that every many-one degree contains a set which is not O(1)-deep
C

, that O(1)-deep
C

sets

and order-deep
K

sets have high or DNR Turing degree and that no K-trival set is O(1)-deep
K

.

Keywords: Bennett logical depth, Kolmogorov complexity, algorithmic randomness theory, computability and ran-

domness.

1 Introduction

The concept of logical depth was introduced by C. Bennett [6] to differentiate useful information (such

as DNA) from the rest, with the key observation that non-useful information pertains in both very simple

structures (for example, a crystal) and completely unstructured data (for example, a random sequence, a

gas). Bennett calls data containing useful information logically deep data, whereas both trivial structures

and fully random data are called shallow.

The notion of useful information (as defined by logical depth) strongly contrasts with classical infor-

mation theory, which views random data as having high information content. I.e., according to classical

information theory, a random noise signal contains maximal information, whereas from the logical depth

point of view, such a signal contains very little useful information.

Bennett’s logical depth notion is based on Kolmogorov complexity. Intuitively a logically deep se-

quence (or equivalently a set) is one for which the more time a compressor is given, the better it can

compress the sequence. For example, both on trivial and random sequences, even when given more time,

a compressor cannot achieve a better compression ratio. Hence trivial and random sequences are not

logically deep.

Several variants of logical depth have been studied in the past [2, 9, 16, 18, 21]. As shown in [21], all

depth notions proposed so far can be interpreted in the compression framework which says a sequence

is deep if given (arbitrarily) more than t(n) time steps, a compressor can compress the sequence r(n)
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more bits than if given at most t(n) time steps only. By considering different time bound families for t(n)
(e.g. recursive, polynomial time etc.) and the magnitude of compression improvement r(n) - for short:

the depth magnitude - (e.g. O(1), O(log n)) one can capture all existing depth notions [2, 9, 16, 18, 21]

in the compression framework [21]. E.g. Bennett’s notion is obtained by considering all recursive time

bounds t and a constant depth magnitude, i.e., r(n) = O(1). Several authors studied variants of Bennett’s

notion, by considering different time bounds and/or different depth magnitude from Bennett’s original

notion [2, 3, 9, 16, 21].

In this paper, we study the consequences these changes of different parameters in Bennett’s depth notion

entail, by investigating the computational power of the deep sets yielded by each of these depth variants.

• We found out that the choice of the depth magnitude has consequences on the computational power

of the corresponding deep sets. The fact that computational power implies Bennett depth was

noticed in [16], where it was shown that every high degree contains a Bennett deep set (a set is high

if, when given as an oracle, its halting problem is at least as powerful as the halting problem relative

to the halting problem: A is high iff A′ ≥T ∅′′). We show that the converse also holds, i.e., that

depth implies computational power, by proving that if the depth magnitude is chosen to be “large”

(i.e., r(n) = εn), then depth coincides with highness (on the Turing degrees), i.e., a Turing degree

is high iff it contains a deep set of magnitude r(n) = εn.

• For smaller choices of r, for example, if r is any recursive order function, depth still retains some

computational power: we show that depth implies either highness or diagonally-non-recursiveness,

denoted DNR (a total function is DNR if its image on input e is different from the output of the

e-th Turing machine on input e). This implies that if we restrict ourselves to left-r.e. sets, recursive

order depth already implies highness. We also show that highness is not necessary by constructing

a low order-deep set (a set is low if it is not powerful when given as an oracle).

• As a corollary, our results imply that weakly-useful sets introduced in [16] are either high or DNR

(set S is weakly-useful if the class of sets reducible to it within a fixed time bound s does not have

measure zero within the class of recursive sets).

• Bennett’s depth [6] is defined using prefix-free Kolmogorov complexity. Two key properties of

Bennett’s notion are the so-called slow growth law, which stipulates that no shallow set can quickly

(truth-table) compute a deep set, and the fact that neither Martin-Löf random nor recursive sets are

deep. It is natural to ask whether replacing prefix-free with plain complexity in Bennett’s formula-

tion yields a meaningful depth notion. We call this notion plain-depth. We show that the random is

not deep paradigm also holds in the setting of plain-depth. On the other hand we show that the slow

growth law fails for plain-depth: every many-one degree contains a set which is not plain-deep of

magnitudeO(1).

• A key property of depth is that “easy” sets should not be deep. Bennett [6] showed that no recursive

set is deep. We give an improvement to this result by observing that noK-trivial set is deep (a set is

K-trivial if the complexity of its prefixes is as low as possible). Our result is close to optimal, since

there exist deep ultracompressible sets [18].

• In most depth notions, the depth magnitude has to be achieved almost everywhere on the set. Some

feasible depth notions also considered an infinitely often version [9]. Bennett noticed in [6] that
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infinitely often depth is meaningless because every recursive set is infinitely often deep. We propose

an alternative infinitely often depth notion that doesn’t suffer this limitation (called i.o. depth). We

show that little computational power is needed to compute i.o. depth, i.e., every hyperimmune

degree contains an i.o. deep set of magnitude εn (a degree is hyperimmune if it computes a function

that is not bounded almost everywhere by any recursive function), and construct a Π0
1-class where

every member is an i.o. deep set of magnitude εn. For hyperimmune-free sets we prove that every

non-recursive, non-DNR hyperimmune-free set is i.o. deep of constant magnitude, and that every

nonrecursive many-one degree contains such a set.

In summary, our results show that the choice of the magnitude for logical depth has consequences on

the computational power of the corresponding deep sets, and that larger depth magnitude is not neces-

sarily preferable over smaller magnitude. We conclude with a few open questions regarding the constant

magnitude case.

2 Preliminaries

We use standard computability/algorithmic randomness theory notations see [11, 22, 24]. We use ≤+ to

denote less or equal up to a constant term. We fix a recursive 1-1 pairing function 〈·〉 : N × N → N.

We use sets and their characteristic sequences interchangeably, we denote the binary strings of length n
by {0, 1}n and {0, 1}ω denotes the set of all infinite binary sequences. The join of two sets A,B is the

set A ⊕ B whose characteristic sequence is A(0)B(0)A(1)B(1) . . ., that is, (A ⊕ B)(2n) = A(n) and

(A ⊕ B)(2n + 1) = B(n) for all n. An order function is an unbounded non-decreasing function from

N to N. A time bound function is a recursive order t such that there exists a Turing machine Φ such

that for every n, Φ(n)[t(n)]↓= t(n), i.e., Φ(n) outputs the value t(n) within t(n) steps of computation.

Set A is left-r.e. iff the set of dyadic rationals strictly below the real number 0.A (a.k.a. the left-cut of

A denoted L(A)) is recursively enumerable (r.e.), i.e., there is a recursive sequence of non-decreasing

rationals whose limit is 0.A. All r.e. sets are left-r.e., but the converse fails.

We consider standard Turing reductions ≤T , truth-table reductions ≤tt (where all queries are made in

advance and the reduction is total on all oracles) and many-one reductions ≤m. Two sets A,B are Turing

equivalent (A ≡T B) if A ≤T B and B ≤T A. The Turing degree of a set A is the set of sets Turing

equivalent to A. We fix a standard enumeration of all oracle Turing machines Φ1,Φ2, . . .; the jump A′ of

a set A is the halting problem relative to A, i.e., A′ = {e : ΦA
e (e) ↓ }. The halting problem is denoted

∅′. A set A is high (that is, has high Turing degree) if its halting problem is as powerful as the halting

problem of the halting problem, i.e., ∅′′ ≤T A′. High sets are equivalent to sets that compute dominating

functions (i.e., sets A such that there is a function f with f ≤T A such that for every computable function

g and for almost every n, f(n) ≥ g(n)), i.e., a set is high iff it computes a dominating function [24]. A

set A is low if its halting problem is not more powerful than the halting problem of a recursive set, i.e.,

A′ ≤T ∅′. Note that ∅′ is high relative to every low set.

If one weakens the dominating property of high sets to an infinitely often condition, one obtains hyper-

immune degrees. A set is of hyperimmune degree if it computes a function that dominates every recursive

function on infinitely many inputs. Otherwise the set is called of hyperimmune-free degree.

Another characterization of computational power used in computability theory is the concept of diag-

onally non-recursive function (DNR). A total function g is DNR if for every e, g(e) 6= Φe(e), i.e., g can

avoid the output of every Turing machine on at least one specified input. A set is of DNR degree, if it
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computes a DNR function. It is known that every r.e. DNR degree is high, actually even Turing equivalent

to ∅′ [1].

If one requires a DNR function to be Boolean, one obtains the PA-complete degrees: A degree is PA-

complete iff it computes a Boolean DNR function. It is known that there exists low PA-complete degrees

[24].

Fix a universal prefix free Turing machine U , i.e., such that no halting program of U is a prefix of

another halting program. The prefix-free Kolmogorov complexity of string x, denotedK(x), is the length

of the length-lexicographically first program x∗ such that U on input x∗ outputs x. It can be shown

that the value of K(x) does not depend on the choice of U up to an additive constant. K(x, y) is the

length of a shortest program that outputs the pair 〈x, y〉, and K(x|y) is the length of a shortest program

such that U outputs x when given y as an advice. We also consider standard time bounded Kolmogorov

complexity. Given time bound t (resp. s ∈ N), Kt(x) (resp. Ks(x)) denotes the length of the shortest

prefix free program p such that U(p) outputs x within t(|x|) (resp. s) steps. Replacing U above with a

plain (i.e., non prefix-free) universal Turing machine yields the notion of plain Kolmogorov complexity,

and is denoted C(x). We need the following counting theorem.

Theorem 2.1 (Chaitin [7]) There exists c ∈ N such that for every r, n ∈ N, |{σ ∈ {0, 1}n : K(σ) ≤
n+K(n)− r}| ≤ 2n−r+c.

A set A is Martin-Löf random (MLR) if none of its prefixes are compressible by more than a constant

term, i.e., ∀n K(A ↾ n) ≥ n − c for some constant c, where A ↾ n denotes the first n bits of the

characteristic function of A. A set A is K-trivial if its complexity is as low as possible, i.e., ∀n K(A ↾

n) ≤ K(n) + O(1). See the books of Downey and Hirschfeldt [11] and Nies [22] for more on C and

K-complexity, MLR and trivial sets.

Effective closed sets are captured by Π0
1-classes. A Π0

1-class P is a class of sequences such that there

is a computable relation R such that P = {S ∈ {0, 1}ω| ∀n R(S ↾ n)}.

Definition 1 (Bennett [6]) Let g(n) ≤ n be an order. A set S is g-deepK if for every recursive time

bound t and for almost all n ∈ N, Kt(S ↾ n)−K(S ↾ n) ≥ g(n).

A set S isO(1)-deepK (resp. order-deepK) if it is c-deepK (resp. g-deepK) for every c ∈ N (resp. for some

recursive order g). A set is said Bennett deep if it isO(1)-deepK . We denote by g-deepC the above notions

with K replaced with C. It is easy to see that for every two orders f, g such that ∀n ∈ N f(n) ≤ g(n),
every g-deepK set is also f -deepK .

Bennett’s slow growth law (SGL) states that creating depth requires time beyond a “recursive amount”,

i.e., no shallow set quickly computes a deep one.

Lemma 2 (Bennett [6]; Juedes, Lathrop and Lutz [16]) Let h be a recursive order, and A ≤tt B be

two sets. If A is h-deepK (resp. O(1)-deepK) then B is h′-deepK (resp. O(1)-deepK) for some recursive

order h′. Furthermore given indices for the truth-table reduction and for h, one can effectively compute

an index for h′.

The symmetry of information holds in the resource bounded case.

Lemma 3 (Li and Vitányi [19]) For every time bound t, there is a time bound t′ such that for all strings

x, y with |y| ≤ t(|x|), we have Ct(x, y) ≥ Ct′(x) + Ct′(y | x) − O(logCt′(x, y)). Furthermore given

an index for t one can effectively compute an index for t′.
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Corollary 4 Let t be a time bound and x, a be strings. Then there exists a time bound t′ such that for

every prefix y of x we have Ct(y | a) ≥+ Ct′(x | a) − |x| + |y| − O(logCt(y | a)). Furthermore given

an index for t one can effectively compute an index for t′.

Proof: Given p a Ct-minimal program with advice a for y, |x| − |y| remaining bits, and a delimiter

after p, one can reconstruct x in time t′(·) = t(·) + O(n) steps given a. Thus Ct(y | a) + |x| − |y| +
O(logCt(y | a)) ≥+ Ct′(x | a). ⊓⊔

3 C-Depth

Bennett’s original formulation [6] is based on K-complexity. In this section we investigate the depth

notion obtained by replacing K with C, which we call plain depth. We study the interactions of plain

depth with the notions of Martin-Löf random sets, many-one degrees and the Turing degrees of deep sets.

3.1 MLR is not order-deep
C

The following result is the plain complexity version of Bennett’s result that no MLR sets are Bennett deep.

Theorem 3.1 For every MLR set A and for every recursive order h, A is not h-deepC .

Proof: Suppose by contradiction that set A is MLR and h-deepC , for some h as above. We claim that

∃∞n C(A ↾ n) ≥ n − h(n)/2. To prove the claim, let N = {n ∈ N : h(n) 6= h(n − 1)}. Then given

a = h(n) with n ∈ N , the program p: “Print the smallest i such that h(i) = a.” is a program for n of size

K(a) +O(1), i.e.,

K(n) ≤ K(a) +O(1) ≤ 2 log h(n) +O(1) < h(n)/4.

Suppose q is a C-minimal program for A ↾ n of size n −m, then appending 2 logm + K(n) bits to q
yields a prefix free program q′ for A ↾ n of size 2 logm+K(n) + n−m.

Since A is MLR we have |q′| ≥ n− O(1), i.e., 2 logm+K(n) + n−m > n− O(1) which implies

K(n) > m−2 logm−O(1) > 2/3m (form sufficiently large). If n ∈ N , then 2/3m < K(n) < h(n)/4,

thus m < h(n)/2, i.e., C(A ↾ n) > n− h(n)/2, which proves the claim.

Since for all n ∈ N we have Cn2

(A ↾ n) ≤ n+O(1) (via a “print” program), it follows that for every

n ∈ N ,

Cn2

(A ↾ n)− C(A ↾ n) ≤ n+O(1)− n+ h(n)/2 ≤+ h(n)/2

which contradicts that A is h-deepC . ⊓⊔

Sequences that are MLR relative to the halting problem are called 2-random. Equivalently a sequence A
is 2-random iff there is a constant c such that C(A ↾ n) ≥ n − c for infinitely many n [20, 23]. Since

there is a constant c′ such that n+ c′ is a trivial upper bound on the plain Kolmogorov complexity of any

string of length n, it is clear that no 2-random sequence can be O(1)-deepC . Thus most MLR sequences

are not O(1)-deepC .
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3.2 The SGL fails for C-depth

The following result shows that the Slow Growth Law fails for plain depth.

Theorem 3.2 Every many-one degree contains a set which is not O(1)-deepC .

Proof: The recursive many-one degrees consist only of sets which are not O(1)-deepC . So consider any

set A different from both ∅ and N and let B = {22
p

: p ∈ A}. Given any k, choosem = A(0)+ 2A(1)+
. . . + 2kA(k) and let n be any number between 2m and 2m+1 which has C-complexity m. Now on one

hand C(B ↾ n) ≥+ C(n) ≥ m and on the other hand, one can compute m from the m-digit binary

number representing n and one can compute A(0), A(1), . . . , A(k) from m and using B(22
p

) = A(p)
one can compute B ↾ n from the binary representation of n and its length m so that Ct(B ↾ n) ≤ m+ c
for some time bound t and some constant c independent of n andm. This shows thatA is notO(1)-deepC .

Clearly A ≤m B. Furthermore,B ≤m A by mapping all values of form 22
p

to p and all other values to a

fixed non-element of A. ⊓⊔

Note that this result shows that order-deepK does not imply order-deepC : all the sets in the truth-table de-

gree of any order-deepK set are all order-deepK (by the SGL), but this degree contains a non order-deepC
set by the previous result.

3.3 Depth implies highness or DNR

The following result shows that being constant deep for C implies computational power.

Theorem 3.3 Let A be an O(1)-deepC set. Then A is high or DNR.

Proof: We prove the contrapositive. Suppose that A is neither DNR nor high. Let f(m) be (a coding of)

A ↾ 2m+1. Because f ≤tt A, there are infinitely many m where Φm(m) is defined and equal to f(m).
Hence there is anA-recursive increasing function g such that, for almost everym, g(m) is the time to find

an m′ ≥ m with A(0)A(1) . . . A(2m
′+1) = Φm′(m′) and to evaluate the expression Φm′(m′) to verify

the finding. As A is not high, there is a recursive increasing function h with h(m) ≥ g(m) for infinitely

many m. Now consider any m where h(m) ≥ g(m). Then for the m′ found for this m, it holds that

h(m′) ≥ h(m) and h(m′) is also larger than the time to evaluate Φm′(m′). Hence h(m) is larger than

the time to evaluate Φm(m) for infinitely many m where Φm(m) codes A ↾ 2m+1.

For each such m, let n be a number with 2m ≤ n ≤ 2m+1 and C(n) ≥ m. Starting with a binary

description of such an n, one can compute m from n and run Φm(m) for h(m) steps and, in the case that

this terminates with a string σ of length 2m+1, output σ ↾ n. It follows from this algorithm that there

is a resource-bounded approximation to C such that there exist infinitely many n such that, on one hand

C(A ↾ n) ≥ log(n) while on the other hand A ↾ n can be described in log(n) + c bits using this resource

bounded description. Hence A is not O(1)-deepC . ⊓⊔

Since there are incomplete r.e. Turing degrees which are high, these are also not DNR and, by Theo-

rem 4.1, they contain sets which are 0.9-deepC . Thus the preceeding theorem cannot be improved to

show that “O(1)-deepC sets are DNR”.

Theorem 3.4 There exists a set A such that A is (1 − ε)n-deepC (for any ε > 0) but A is not DNR.
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Proof: There is a degree which is high but not DNR [24]. Thus we can, by Theorem 4.1, select a set A in

this degree which is (1 − ε)n-deepC for every ε < 1. ⊓⊔

4 K-Depth

Bennett’s original depth notion is based on prefix free complexity. He made important connections be-

tween depth and truth-table degrees; In particular he proved that the O(1)-deepK sets are closed upward

under truth-table reducibility, which he called the slow growth law. In the following section we pursue

Bennett’s investigation by studying the Turing degrees of deep sets. In the first subsection, we investi-

gate the connections between linear depth and high Turing degrees. We then look at the opposite end by

studying the interactions of various lowness notions with logical depth.

4.1 Highness and depth coincide

The following result shows that at depth magnitude εn, depth and highness coincide on the Turing degrees.

The result holds for both K and C depth.

Theorem 4.1 For every set A the following statements are equivalent:

1. The degree of A is εn-deepC for some ε > 0.

2. The degree of A is (1− ε)n-deepC for every ε > 0.

3. A is high.

Proof: We prove (1) ⇒ (3) using the contrapositive: Let ε > 0 and l ∈ N such that δ < ε/3 with

δ := 1/l. Let k be the limit inferior of the set {0, 1, . . . , l} such that there are infinitely many n with

C(A ↾ n) ≤ n · k · δ. Now one can define, relative to A, an A-recursive function g such that for each n
there is an m with n ≤ m ≤ g(n) and Cg(n)(A ↾ m) ≤ m · k · δ. As A is not high, there is a recursive

function h with h(n) > g(n) for infinitely many n; furthermore, h(n) ≤ h(n + 1) for all n. It follows

that there are infinitely many n with Ch(n)(A ↾ n) ≤ n · k · δ which is also at most n · δ away from the

optimal value, hence A is not ε · n deep, which ends this direction’s proof.

Let us show (3) ⇒ (2). Let ε > 0, A be high, and let g ≤T A be dominating. We construct B ≡T A
such that B is (1 − ε)n-deepC .

By definition, if t is a time bound and i an index of t then for every m ∈ N Φi(m)[t(m)] ↓= t(m).
Since g is dominating, we have for almost every m ∈ N, t(m) = Φi(m)[g(m)]↓.

We can thus use g to encode all time bounds that are total on all strings of length less than a certain

bound into a set H , where

H(〈i, j〉) = 1 iff Φi(m)[g(2j)]↓ for all m ∈ {1, 2, . . . , 2j}.

Thus t is a (total) time bound iff for almost every j, H(〈i, j〉) = 1 (where i is an index for t).
We have H ≤T A and we choose the pairing function 〈·〉 such that H ↾ n2 + 1 encodes the values

{H(〈i, j〉) : i, j ≤ n}.
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Let n ∈ N and suppose B ↾ 2n is already constructed. Given A ↾ n + 1 and H ↾ n2 + 1, we construct

B ↾ 2n+1. FromH ↾ n2+1, we can compute the set Ln = {i ≤ n : H(〈i, n〉) = 1}, i.e., a list eventually

containing all time bounds that are total on strings of lengths less or equal to 2n. Let

Tn := max{Φi(m) : i ∈ Ln,m ≤ 2n}.

Find the lex first string xn of length 2n − 1 such that

CTn
(xn | (B ↾ 2n)A(n)) ≥ 2n.

Let B ↾ [2n, 2n+1 − 1] := A(n)xn. By construction we have B ≡T A. Also, C(B ↾ 2n+1 | H ↾

n2 + 1, A ↾ n+ 1) ≤+ C(n), i.e., C(B ↾ 2n+1) ≤ 2n2.

Let us prove B is 2
3n-deepC ; we then extend the argument to show B is (1 − ε)n-deepC . Let t be a

time bound. Let n be large enough such that t1, t2, t3 ∈ Ln−2 and t′1, t
′
2, t

′
3, t

′
4 ∈ Ln where the ti’s are

derived from t as described below.

Let j be such that 2n < j ≤ 2n+1 and j′ = j − (2n − 1), i.e., B ↾ j ends with the first j′ − 2 bits of

xn (One bit is “lost” due to the first bit used to encode A(n)).
We consider two cases, first suppose j′ < logn. Let t1 be a time bound (obtained from t) such that

Ct(B ↾ j) ≥+ Ct1(xn−1, B ↾ 2n−1), where neither the constant nor t1 depends on j, n. Let t2 be derived

from t1 using Lemma 3. We have

Ct1(xn−1, B ↾ 2n−1)

≥ Ct2(B ↾ 2n−1) + Ct2(xn−1 | B ↾ 2n−1)−O(log 2n)

≥ Ct2(B ↾ 2n−1) + CTn−1
(xn−1 | B ↾ 2n−1)−O(n) because t2 ∈ Ln−1

≥ Ct2(B ↾ 2n−1) + 2n−1 −O(n) by definition of xn−1

≥ 2n−1 + 2n−2 + Ct3(B ↾ 2n−2)−O(n) reapplying the argument above

≥
3

4
2n −O(n) >

2

3
(2n + j′ + 1) =

2

3
j.

For the second case, suppose j′ > logn. We have

Ct(B ↾ j) ≥ Ct′
1(xn ↾ j′, B ↾ 2n)

≥ Ct′
2(xn ↾ j′ | B ↾ 2n) + Ct′

2(B ↾ 2n)−O(n) By Lemma 3

≥ Ct′
3(xn| B ↾ 2n)− 2n + j′ + Ct′

2(B ↾ 2n)−O(n) by Corollary 4

≥ CTn
(xn | B ↾ 2n)− 2n + j′ + Ct′

2(B ↾ 2n)−O(n) because t′3 ∈ Ln

≥ 2n − 2n + j′ + Ct′
2(B ↾ 2n)−O(n) by definition of xn

≥ j′ + Ct′
4(xn−1, B ↾ 2n−1)−O(n) same as in the first case

≥ j′ +
3

4
2n −O(n) same as in the first case

>
2

3
j
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Note that each iteration of the argument above yields a 2n−k term (k = 1, 2, 3, . . .), therefore for any

ε > 0, there is a number I of iterations, such that B can be shown (1− ε)n-deepC , for all n large enough

such that t1, t2, . . . , t3I ∈ Ln. ⊓⊔

Corollary 5 Theorem 4.1 also holds for K-depth.

Proof: Because every set A is εn-deepC (for some ε > 0) iff it is ε′n-deepK for some ε′ > 0, since for

every x, C(x) ≤ K(x) ≤ C(x) +O(log |x|). ⊓⊔

4.2 Depth implies highness or DNR

An analogue of Theorem 3.3 holds for K .

Theorem 4.2 Let A be a h-deepK set for some recursive order h. Then A is high or DNR.

Proof: We prove the contrapositive. Suppose that A is neither DNR nor high. Let f(m) be (a coding of)

A ↾ h−1(m), where h−1(m) = minn{h(n) = m}. The rest of the proof follows the proof of Theorem

3.3, with 2m replaced with h−1(m). ⊓⊔

As a corollary, we show that in the left-r.e. case, depth always implies highness.

Corollary 6 If A is left-r.e. and h-deepK (for some recursive order h) then A is high.

Proof: LetA be as above. By definition ofA being left-r.e., the left cutL(A) ofA is r.e. and L(A) ≡tt A.

By Lemma 2, L(A) is h′-deepK (for some recursive order h′). By Theorem 4.2, L(A) is high or DNR.

Since every r.e. DNR set is high, A is high. ⊓⊔

As a second corollary, we prove that every weakly-useful set is either high or DNR. A set A is weakly-

useful if there is a time-bound s such that the class of all sets truth-table reducible to A with this time

bound s is not small, i.e., does not have measure zero within the class of recursive sets; see [16] for a

precise definition. In [16], it was shown that every weakly-useful set is O(1)-deepK (even order-deepK
as observed in [3]) thus generalising the fact that ∅′ is O(1)-deepK , since ∅′ is weakly-useful.

Theorem 4.3 (Antunes, Matos, Souto and Vitányi[3]; Juedes, Lathrop and Lutz [16]) Every weakly-

useful set is order-deepK .

It is shown in [16] that every high degree contains a weakly-useful set. Our results show some type of

converse to this fact.

Theorem 4.4 Every weakly-useful set is either high or DNR.

Proof: This follows from Theorem 4.2, since every weakly-useful set is order-deepK by Theorem 4.3.

⊓⊔
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4.3 A low deep set

We showed in Theorem 4.1 that every εn-deepK set is high. Also Theorem 4.2 shows that every order-deepK
set is either high or DNR. Thus one might wonder whether there exists any non-high order-deepK set. We

answer this question affirmatively by showing there exist low order-deepK sets.

Theorem 4.5 If A has PA-complete degree, then there exists a weakly-useful set B ≡T A.

Proof: Let f ≤T A be a Boolean DNR function and let g(n) := 1−f(n). It follows that if Φe is Boolean

and total, then g(e) = Φe(e). One can thus encode g into a set B ≤T A such that for every e such that

Φe is Boolean and total and for every x, B(〈e + 1, x〉) = Φe(x). One can also encode A into B (for

example, B(〈0, x〉) = A(x)) so that A ≡T B. Thus for every recursive set L there exists e such that for

every string x, we have L(x) = B(re(x)), where re(x) = 〈e, x〉 is computable within s(n) = n2 steps

(by using a lookup table on small inputs). It follows that every recursive set is truth-table reducible to B
within time s(n) = n2. Because the class of recursive sets does not have measure zero within the class of

recursive sets [16], it follows that B is weakly-useful. ⊓⊔

Corollary 7 If A has PA-complete degree, then there exists an order-deepK set B ≡T A. Furthermore,

there is a Π0
1-class only consisting of order-deepK sets.

This corollary follows from Theorems 4.3 and 4.5. Recall that a set A is said low for Ω iff Chaitin’s Ω is

Martin-Löf random relative to A; a set A has superlow degree if its jump A′ is truth-table reducible to the

halting problem. Well-known basis theorems [10, 15] yield the following corollary.

Corollary 8 For each of the properties low, superlow, low for Ω and hyperimmune-free, there exists an

order-deepK set which also has this respective property.

Proof: There exists low sets A of PA-complete degree [24]. By Theorem 7 there exists an order-deepK
set B ≡T A . Since A is low it follows that B is low. ⊓⊔

The reason one uses PA-complete sets instead of merely Martin-Löf random sets (which also satisfy all

basis theorems), is that Martin-Löf random sets are not weakly-useful; indeed, it is known that they are

not even O(1)-deepK . This stands in contrast to the following result.

Corollary 9 There are two Martin-Löf random sets A and B such that A⊕B is order-deepK .

Proof: Barmpalias, Lewis and Ng [5] showed that every PA-complete degree is the join of two Martin-Löf

random degrees; hence there are Martin-Löf random sets A,B such that A ⊕ B is a hyperimmune-free

PA-complete set. Thus, by Theorem 4.5 there is a weakly-useful set Turing reducible to A ⊕ B which,

due to the hyperimmune-freeness, is indeed truth-table reducible to A⊕B. It follows that A⊕B is itself

weakly-useful and therefore order-deepK by Theorem 4.3. ⊓⊔
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4.4 No K-trivial is O(1)-deep
K

A key property of depth is that “easy” sets should not be deep. Bennett [6] showed that no recursive set

is deep. Here we improve this result by observing that no K-trivial set is deep. It follows easily from

equivalent characterisations of K-triviality (see [11, 22]), but our proof is self-contained. As we will see

this result is close to optimal.

Theorem 4.6 No K-trivial set is O(1)-deepK .

Proof: Let A be K-trivial and c ∈ N such that ∀n ∈ N, K(A ↾ n) ≤ K(n) + c. Let d be such that

for every string x, K(x) ≥ K(|x|) − d and let g(n) = n2. There exists a constant d′ such that the set

M = {n ∈ N : Kg(n) ≤ K(n)+ d′} is infinite (see [11] p. 139). Note that M is co-r.e., i.e., there exists

uniformly recursive approximations M1 ⊇ M2 ⊇ . . . ⊇ M of M . Let c′ = lim infn∈M |{σ ∈ {0, 1}n :
K(σ) ≤ Kg(n)+c}|. By Theorem 2.1 (with r = n+K(n)−Kg(n)−c), c′ <∞. Consider the function

f(n) = min
s

{n 6∈Ms or there exist c′ strings σ ∈ {0, 1}n with Ks(σ) ≤ Kg(n) + c}.

By modifying f on the finitely many values before the liminf is reached, f is recursive. Wlog f is bounded

by a time bound which we also denote f . We have ∃∞n ∈M such thatKf (A ↾ n) ≤ K(n)+ c+d′ thus

for each of these infinitely many n’s we have Kf (A ↾ n)−K(A ↾ n) ≤ K(n) + c+ d′ −K(n) + d =
c+ d+ d′, i.e., A is not O(1)-deepK . ⊓⊔

Call a set A ultracompressible if for every recursive order g and all n, K(A ↾ n) ≤+ K(n) + g(n). The

following theorem shows that our result is close to optimal.

Theorem 4.7 (Lathrop and Lutz [18]) There is an ultracompressible set A which is O(1)-deepK .

Theorem 4.8 (Herbert [13]) There is a set A which is not K-trivial but which satisfies that for every ∆0
2

order g and all n, K(A ↾ n) ≤+ K(n) + g(n).

It would be interesting to know whether such sets as found by Herbert can be O(1)-deepK . The result of

Herbert is optimal, Csima and Montalbán [8] showed that such sets do not exist when using ∆0
4 orders and

Baartse and Barmpalias [4] improved this non-existence to the level ∆0
3. We also point to related work of

Hirschfeldt and Weber [14].

Theorem 4.9 (Baartse and Barmpalias [4]) There is a ∆0
3 order g such that a set A is K-trivial iff

K(A ↾ n) ≤+ K(n) + g(n) for all n.

5 Infinitely Often Depth and Conditional Depth

Bennett observed in [6] that being infinitely often Bennett deep is meaningless, because all recursive sets

are infinitely often deep. A possibility for a more meaningful notion of infinitely often depth, is to consider

a depth notion where the length of the input is given as an advice. We call this notion i.o. depth.

Definition 10 A set A is i.o.O(1)-deepK if for every c ∈ N and for every time bound t there are infinitely

many n satisfying Kt(A ↾ n | n)−K(A ↾ n | n) ≥ c.
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If we replace K with C in the above definition, we call the corresponding notion i.o. O(1)-deepC . The

fact that all recursive sets are infinitely often deep in Bennett’s approach does no longer hold for i.o. depth

as defined above.

Lemma 11 Let A be recursive. Then A is neither i.o. O(1)-deepC nor i.o. O(1)-deepK .

Proof: Let A be recursive and t be a time bound. Wlog A is recursive in time t, i.e., for every n ∈ N we

have Ct(A ↾ n | n) ≤ c for some constant c, thus ∀n Ct(A ↾ n | n)− C(A ↾ n | n) < c. The K case is

similar. ⊓⊔

The following shows that very little computational power is needed to compute an i.o. deep set.

Theorem 5.1 1. There is a Π0
1-class such that every member is i.o. εn-deepC for all ε < 1. In

particular there is such a set of hyperimmune-free degree. Furthermore, every hyperimmune Turing

degree contains such a set.

2. Every nonrecursive many-one degree contains an i.o. O(1)-deepC set.

3. If A is neither recursive nor DNR, then A is i.o. O(1)-deepC .

Proof: This result is obtained by splitting the natural numbers recursively into intervals In = {an, . . . , bn}
such that bn = (2+an)

2. Now one defines the Π0
1-class such that for each n = 〈e, k〉 where t = Φe is de-

fined up to bn, a string τ ∈ {0, 1}bn−an+1 is selected such that for all σ ∈ {0, 1}an ,Ct(στ) ≥ bn−2an−2
and then it is fixed that all members A of the Π0

1-class have to satisfy A(x) = τ(x − an) for all x ∈ In.

Since there are 2bn−an+1 strings τ and for each program of size below bn − 2an − 2 can witness that

only 2an many τ are violating Ct(στ) ≥ |τ | − |σ| for some σ ∈ {0, 1}an , there will be less than

2bn−an+1 − 2bn−an many τ that get disqualified and so the search finds such a τ whenever Φe is defined

up to bn. Hence, for every total t = Φe, there are infinitely many intervals In with n of the form 〈e, k〉
such that on these In, Ct(A(0)A(1) . . . A(bn) |n) ≥ Ct(A(0)A(1) . . . A(bn))− log(n) ≥ bn − 3an and

C(A(0)A(1) . . . A(bn)|n) ≤ an + c for a constant c, as the program only needs to know how A behaves

below an and can fill in the values of τ on In. So the complexity improves after time t(bn) from bn− 3an
to an and, to absorb constants, one can conservatively estimate the improvement by bn − 5an. By the

choice of an, bn, the ratio (bn − 5an)/bn tends to 1 and therefore everyA in the Π0
1-class is εn-deepC for

every ε < 1. Note that there are hyperimmune-free sets inside this Π0
1-class, as it has only nonrecursive

members.

Furthermore, one can see that the proof also can be adjusted to constructing a single set in a hyperim-

mune Turing degree rather than constructing a full Π0
1-class. In that case one takes some function f in

this degree which is not dominated by any recursive function and then one permits for each n = 〈e, k〉 the

time Φe(bn) in the case that Φe(bn) < f(k) and chooses τ accordingly and one takes τ = 0bn−an+1 in

the case that Φe does not converge on all values below bn within time f(k) otherwise. This construction

is recursive in the given degree and a slight modification of this construction would permit to code the

degree into the set A.

For the second item, consider a set A ⊆ {4n : n ∈ N}. Every many-one degree contains such a set. For

each binary string σ, let
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Sσ = {τ ∈ {0, 1}∗ : 4|σ|−1 < |τ | ≤ 4|σ| and τ(4n) = σ(n) for all n < |σ| and τ(n) = 0 for

all n < |τ | which are not a power of 4}.

In other word, for every A ⊆ {4n : n ∈ N}, SA(1)A(4)A(16)...A(4n) contains those τ which are a prefix of

A and for which τ(4n) is defined but not τ(4n+1). For each e, k, n where Φe is a total function t, we now

try to find inductively for m = 4n + 1, 4n + 2, . . . , 4n+1 strings σm ∈ {0, 1}n+1 such that whenever σm
is found then it is different from all those σm′ which have been found for some m′ < m and the unique

τ ∈ Sσm
∩ {0, 1}m satisfies Ct(τ |m) ≥ e+ 3k. Note that due to the resource-bound on Ct one can for

each m′ < m check whether σm′ exists and take this information into account when trying to find σm.

Therefore, for those m where σm exists, the τ ∈ Sσm
∩ {0, 1}m can be computed from m, e and k and

hence C(τ |m) ≤ e+ k + c for some constant c independent of e, k, n,m.

Now assume that A is not infinitely often O(1)-deepC . Then there is a total function t = Φe and a

k > c such that C(τ | |τ |) ≥ Ct(τ | |τ |)− k for all prefixes τ of A. It follows that in particular never a σm
with Sσm

consisting of prefixes of A is selected in the above algorithm using e, k. This then implies that

for almost all n and the majority of the m in the interval from 4n to 4n+1 (which are those for which σm
does not get defined) it holds thatCt(τ |m) ≤ e+3k for the unique τ ∈ SA(1)A(4)A(16)...A(4n)∩{0, 1}m.

There are at most 2e+3k+2 many strings σ ∈ {0, 1}n+1 such that at least half of the members τ of Sσ

satisfy that C(τ | |τ |) ≤ e + 3k and there is a constant c′ such that for almost all n the corresponding σ
satisfy C(σ|n) ≤ e + 3k + c′. It follows that C(τ | |τ |) ≤ e + 3k + c′′ for some constant c′′ and almost

all n and all τ ∈ SA(1)A(4)A(16)...A(4n); in other words, C(τ | |τ |) ≤ e + 3k + c′′ for some constant c′′

and almost all prefixes τ of A. Hence A is recursive [19, Exercise 2.3.4 on page 131].

For the third item, note that Merkle, Kjos-Hanssen and Stephan [17, Theorem 2.7] showed that a set A
has DNR Turing degree iff there is a function f ≤T A such that C(f(n)) ≥ n for all n. It will be shown

that sets which are neither recursive nor i.o. O(1)-deepC will permit to construct such a function f ≤T A
and are thus DNR.

Assume now that there is a time bound t and a constant c such that, for all n, C(A ↾ n | n) + c ≥
Ct(A ↾ n | n). Now, for input n, one searches relative to A for an m such that Ct(A ↾ m | m) ≥ n + c
and lets f(n) = A ↾ m for the so found m. As A is not recursive this search terminates for every n and

obviously f ≤T A. By assumption, C(A ↾ m | m) + c ≥ n + c and, assuming a suitable compatibility

between conditional and normal Kolmogorov complexity, C(A ↾ m) ≥ n, that is, C(f(n)) ≥ n. ⊓⊔

Due to these connections, non-recursive and non-high r.e. sets are a natural example of sets where all

members of the Turing degree satisfy that they are i.o. O(1)-deepC but not O(1)-deepC .

Results of Franklin and Stephan [12] imply that for every Schnorr trivial set and every order h it holds

that A is not i.o. h-deepC , as for every order h there is a time bound t such that the function n 7→ Ct(A ↾

n |n) grows slower than h. Thus, the second and third points cannot be generalised to i.o. order-deepC .

It also follows that there are high truth-table degrees and hyperimmune-free Turing degrees which do

not contain any i.o. order-deepC set. These are obtained by considering examples for Schnorr trivial sets

such as the following ones: all maximal sets and, for every partial recursive {0, 1}-valued function ψ
whose domain is a maximal set, all sets A satisfying ∀xψ(x)↓⇒ A(x) = ψ(x).

6 Conclusion
We conclude that the choice of the depth magnitude has consequences on the computational power of the

corresponding deep sets, and that larger magnitudes is not necessarily preferable over smaller magnitudes.
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Therefore choosing the appropriate depth magnitude for one’s purpose is delicate, as the corresponding

depth notions might be very different. When the depth magnitude is large, we proved that depth and

highness coincide. We showed that this is not the case for smaller depth magnitude by constructing a low

order deep set, but the set is not r.e. We therefore ask whether there is a low O(1)-deepK r.e. set.

From our results, for magnitudes of order O(1), K-depth behaves better than C-depth. To further

strengthen that observation we ask whether there is an MLR O(1)-deepC set.
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[22] André Nies. Computability and Randomness. Oxford University Press, 2009.
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In this article we focus on the parameterized complexity of the Multidimensional Binary Vector Assignment problem

(called BMVA). An input of this problem is defined by m disjoint sets V 1, V 2, . . . , V m, each composed of n binary

vectors of size p. An output is a set of n disjoint m-tuples of vectors, where each m-tuple is obtained by picking

one vector from each set V i. To each m-tuple we associate a p dimensional vector by applying the bit-wise AND

operation on the m vectors of the tuple. The objective is to minimize the total number of zeros in these n vectors.

BMVA can be seen as a variant of multidimensional matching where hyperedges are implicitly locally encoded via

labels attached to vertices, but was originally introduced in the context of integrated circuit manufacturing.

We provide for this problem FPT algorithms and negative results (ETH-based results, W2-hardness and a kernel

lower bound) according to several parameters: the standard parameter k (i.e. the total number of zeros), as well as

two parameters above some guaranteed values.

Keywords: parameterized complexity, kernel, above guarantee parameterization, AND-cross composition, multidi-

mensional binary vector assignment, wafer-to-wafer integration, locally encoded multidimensional matching

1 Introduction

1.1 Definition of the problem

In this paper, we consider the parameterized version of the MULTIDIMENSIONAL BINARY VECTOR AS-

SIGNMENT problem (BMVA). An input of this problem is described by m sets V 1, V 2, . . . , V m, each of

these sets containing n p-dimensional binary vectors. We note V i = {vi1, . . . , v
i
n} for all i ∈ [m](i), and

for all j ∈ [n] and r ∈ [p], we denote by vij [r] ∈ {0, 1} the rth component of vij .

In order to define the output of the problem, we need to introduce the notion of stack. A stack s =
(vs1, v

s
2, . . . , v

s
m) is an m-tuple of vectors such that ∀i ∈ [m], vsi ∈ V i. The output of BMVA is a set S of

(i) [m] stands for {1, . . . ,m}.

ISSN 1365–8050 c© 2017 by the author(s) Distributed under a Creative Commons Attribution 4.0 International License
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V 1 V 2 V 3 S

001101

110111

011101

111101

110010

010101

110011

010101

110110

010110

010011

001111

110010

000000

010001

000101

vs1

vs2

vs3

vs4

c(vs1) = 3

c(vs2) = 6

c(vs3) = 4

c(vs4) = 4

s1

s2

s3

s4

Figure 1: Example of BMVA instance with m = 3, n = 4, p = 6 and of a feasible solution S of cost c(S) = 17.

n stacks such that for all i, j ∈ [m] × [n], vij belongs to only one stack (in that case, the stacks are said

disjoint). An example of an instance together with a solution is depicted in Figure 1.

We are now ready to define the objective function. We define the operator ∧ that, given two p-

dimensional vectors u and v, computes the vector w = (u[1] ∧ v[1], u[2] ∧ v[2], . . . , u[p] ∧ v[p]). We

associate to any stack s a unique vector vs =
∧

i∈[m] v
s
i .

We define the cost of a binary vector v as the number of zeros in it. More formally, if v is p-dimensional,

c(v) = p −
∑

r∈[p] v[r]. We extend this definition to a set of stacks S = {s1, . . . , sn} as follows:

c(S) =
∑

j∈[n] c(vsj ). Finally, the objective of BMVA is to obtain a set S of n disjoint stacks while

minimizing c(S). In the decision version of the problem, we are given an integer k, and we ask whether

there exists a solution S of cost at most k. The problem is thus defined formally as follows:

Problem 1 MULTIDIMENSIONAL BINARY VECTOR ASSIGNMENT (BMVA)

Input: m sets of n binary p-dimensional vectors, an integer k
Question: Is there a set S of n disjoint stacks such that c(S) ≤ k ?

In order to avoid heavy notations throughout the paper, we will denote an instance of BMVA only by

I[m,n, p, k], the notations of the sets and vectors being implicitly given as previously.

1.2 Application and related work

BMVA can be seen as a variant of multidimensional matching where hyperedges are implicitly locally

encoded via labels attached to vertices. However, this kind of problem was originally introduced by Reda

et al. (2009) in the context of semiconductor industry as the “yield maximization problem in wafer-to-

wafer 3-D integration technology”. In this context, each vector vij represents a wafer, which is seen

as a string of bad dies (0) and good dies (1). Integrating two wafers corresponds to superimposing the

two corresponding strings. In this operation, a position in the merged string is “good” when the two

corresponding dies are good, and is “bad” otherwise. The objective of Wafer-to-Wafer Integration is to

form n stacks, while maximizing their overall quality, or equivalently, minimizing the number of errors

(depending on the objective function). In the following, we will denote by max
∑

1-BMVA the dual

version of BMVA where given the same input and ouput, the objective is to maximize np− c(S), the total

number of ones.

The results obtained so far concerning these problems mainly concern their approximability. It is proved

in Dokka et al. (2012) that when m = 3, BMVA is NP-hard but admits a 4
3 -approximation. We can also

mention Dokka et al. (2014) which provides a f(m)-approximation for general m, and an APX-hardness
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for m = 3. The main related article is Bougeret et al. (2016) where it is proved that max
∑

1-BMVA has

no O(p1−ǫ) nor O(m1−ǫ)-approximation for any ǫ > 0 unless P = NP (even when n = 2), but admits

a p
c

-approximation algorithm for any constant c ∈ N, and is FPT when parameterized by p (which also

holds for BMVA). Notice that one of the reductions provided by Bougeret et al. (2016) is a parameter-

preserving reduction from the CLIQUE problem to max
∑

1-BMVA, immediately proving W1-hardness

for max
∑

1-BMVA when parameterized by the objective function. This is why our motivation in this

paper is to consider the parameterized complexity of BMVA. As we will see in the next section, we pro-

vide an analysis for several parameters related to this problem.

For formal definitions and detailed concepts on Fixed-Parameter Tractability, we refer to the mono-

graph of Downey and Fellows (2013). Moreover, in order to define lower bounds on the running time of

parameterized algorithms, we will rely on the Exponential Time Hypothesis (ETH) of Impagliazzo et al.

(2001), stating that 3-SAT cannot be solved in O∗(2o(n)) where n is the number of variables (O∗(.) hides

polynomial terms). For more results about lower bounds obtained under ETH , we refer the reader to the

survey of Lokshtanov et al. (2013).

1.3 Parameterizations

One of the main purposes of Fixed-Parameter Tractability is to obtain efficient algorithms when the con-

sidered parameter is small in practice. When dealing with the decision version of an optimization problem,

the most natural parameter is perhaps the value of the desired solution (e.g. k for BMVA). Such a param-

eter is often referred to in the literature as the “standard parameter” of the problem. In some cases, this

parameter might not be very interesting, either because it usually takes high values in practice, or because

FPT algorithms with respect to this parameterization are trivial to find. When this happens, it is possible

to obtain more interesting results by subtracting to the objective function a known lower bound of it. For

instance, if one can prove that any solution of a given minimization problem is of cost at least B, then one

can ask for a solution of cost B+ c and parameterize by c. This idea, called “above guarantee parameteri-

zation” was introduced by Mahajan et al. (2009) and first applied to MAX SAT and MAX CUT problems.

It then became a fruitful line of research with similar results obtained for many other problems (among

others, see Cygan et al. (2013); Gutin et al. (2007); Gutin and Yeo (2012); Mahajan et al. (2009)).

In this paper, we analyze the parameterized complexity of BMVA using three types of parameters. The

first one is the standard parameter k: the number of zeros to minimize in the optimization version of the

problem. Then, three natural structural parameters: m, the number of sets of the input, n, the number of

vectors in each set, and p, the size of each vector. The last two parameters are above guarantee parameters.

As we said previously, we already proved in Bougeret et al. (2016) that BMVA is FPT parameterized

by p. As we will notice in Lemma 2 that we can obtain p ≤ k after a polynomial pre-processing step,

this implies that BMVA is also FPT with its standard parameter. Our idea here is to use this previous

inequality in order to obtain smaller parameters. Thus, we define our first above guarantee parameter

ζp = k − p.

Finally, in order to define our last parameter, we first need to describe the corresponding lower bound

B, that will represent the maximum, over all sets of vectors, of the total number of zeros for each set.

More formally, we define B = maxi∈[m] c(V
i) where c(V i) =

∑n
j=1 c(v

i
j). Since we perform a bit-wise

AND over each m-tuple, it is easily seen that any solution will be of cost at least B. Thus, we define our

last parameter ζB = k − B.
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1.4 Our results

In the next section, we present some pre-processing rules leading to a kernel of size O(k2m), and prove

that even when m = 3 we cannot improve it to pO(1) unless NP ⊆ coNP/poly (remember that BMVA

is known to be FPT when parameterized by p). Section 3 is mainly focused on results associated with

parameter ζB: we prove that BMVA can be solved in O∗(4ζB log(n)), while it is W2-hard when parame-

terized by ζB only, and cannot be solved in O∗(2o(ζB) log(n)) nor in O∗(2ζBo(log(n))) assuming ETH . In

Section 4, we focus on the parameterization by ζp: we show that when n = 2, the problem can be solved

in single exponential time with this parameter, but is not in XP for any fixed n ≥ 3 (unless P = NP).

The reduction we use also shows that for fixed n ∈ N, the problem cannot be solved in 2o(k) (and thus

in 2o(ζB)) unless ETH fails, which matches the upper bound obtained in Section 3. A summary of our

results is depicted in the following table.

Positive results Negative results

O(k2m) kernel (Thm. 1) no pO(1) kernel for m = 3 unless NP ⊆ coNP/poly (Thm. 3)

O∗(4ζB log(n)) algorithm

(Thm. 4)

W2-hard for ζB only (Thm. 5)

no 2o(ζB) log(n) nor 2ζBo(log(n)) under ETH (Thm. 6)

no 2o(k) for fixed n under ETH (Thm. 8)

O∗(dζp) algorithm
NP-hard for ζp = 0 and fixed n ≥ 3 (Thm. 8)

for n = 2 (Thm. 7)

This article is the complete version of Bougeret et al. (2015) where some proofs were omitted due to

space limitations.

2 First remarks and kernels

Let us start with two simple lemmas allowing us to bound the size of the input. Notice first that it is

not always safe to create a 1-stack (i.e. a stack with ones on every component) when possible. Indeed,

in instance V 1 = {〈111〉, 〈101〉, 〈011〉}, V 2 = {〈111〉, 〈101〉, 〈110〉}, V 3 = {〈111〉, 〈011〉, 〈110〉},

depicted in Figure 2, no optimal solution creates a 1-stack. However, as we will see in Lemma 1, creating

1-stacks becomes safe if n > k.

V 1 V 2 V 3 Opt

111

101

011

111

101

110

111

011

110

101

011

110

vs1

vs2

vs3

c(vs1 ) = 1

c(vs2 ) = 1

c(vs3 ) = 1

Figure 2: Example of BMVA instance such that no optimal solution creates a 1-stack.

Lemma 1. There exists a polynomial algorithm which, given any instance

I[m,n, p, k] of BMVA, either detects that I is a negative instance, or outputs an equivalent instance

I ′[m,n′, p, k] such that n′ ≤ k.
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Proof: Let I[m,n, p, k] be an instance of BMVA, and suppose that n > k. Let us write a polynomial pre-

processing rule that either detects that I is a no instance, or compute an equivalent instance I ′′[m,n′′, p, k]
with n′′ = n− 1.

Notice first that there exists at least a 1-vector in every set V i. If not, I is a no instance as any solution

would be of cost at least n > k. It is now safe to create a 1-stack, obtaining a remaining instance I ′′

with n′′ = n− 1. Indeed, if I is a yes instance, then there must exist at least one 1-stack in the solution

(otherwise the cost would be at least n > k), and thus the remaining instance is also a yes instance. As

the converse is trivially true, the rule is safe. Applying it at most n− k times finally leads to the desired

upper bound.

Lemma 2. There exists a polynomial algorithm which, given any instance

I[m,n, p, k] of BMVA, either detects that I is a negative instance, or outputs an equivalent instance

I ′[m,n, p′, k] such that p′ ≤ k.

Proof: Let I[m,n, p, k] be an instance of the problem, and suppose that there exists r ∈ [p] such that for

all (i, j) ∈ [m] × [n] we have vij [r] = 1. In other words, the rth component of all vectors of all sets is

a 1. In this case, it is clear that all vectors of any set of n stacks obtained from I will also contain a 1
at the rth component. Hence, we can modify I[m,n, p, k] into I ′[m,n, p′, k] with p′ < p by dropping

all such components for all vectors. It is clear that this rule is safe since the cost of any solution remains

unchanged, and it can be applied in polynomial time. After applying this rule, for all r ∈ [p′] there exists

(i, j) ∈ [m]× [n] such that vij [r] = 0. This immediately implies that the cost of any solution is at least p′,
and thus if p′ > k the algorithm detected a no instance.

Given the two previous lemmas, we can suppose from now on that for any instance of BMVA we have

n ≤ k and p ≤ k. This immediately implies a polynomial kernel parameterized by k and m.

Theorem 1. BMVA admits a kernel with O(k2m) bits.

Let us now turn to the main result of this section. To complement Theorem 1, we show that even

when m = 3, we cannot obtain a polynomial kernel with the smaller parameter p under some classical

complexity assumptions (notice however that the existence of a polynomial kernel in k only is still open

when m is not fixed). Notice also that as BMVA was known to be FPT when parameterized by p, proved

in Bougeret et al. (2016), it was a natural question to ask for a polynomial kernel.

In order to establish kernel lower bounds, we use the concept of AND-cross-composition of Bodlaender

et al. (2014), together with the recently proved AND-conjecture of Drucker (2015). In the following, a

parameterized problem is a subset of Σ∗ × N, where Σ∗ is the set of words over some finite alphabet Σ.

Definition 1 (Polynomial equivalence relation according to Bodlaender et al. (2014)). An equivalence

relation R on Σ∗ is called a polynomial equivalence relation if the two following conditions hold:

• There is an algorithm that given two strings x, y ∈ Σ∗, decides whether x and y belong to the same

equivalence class in (|x|+ |y|)O(1) time.

• For any finite set S ⊆ Σ∗, the equivalence relation R partitions the elements of S into at most

(maxx∈S |x|)O(1) classes.

Definition 2 (AND-cross-composition according to Bodlaender et al. (2014)). Let L ⊆ Σ∗ be a set and

let Q ⊆ Σ∗ × N be a parameterized problem. We say that L AND-cross-composes into Q if there
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is a polynomial equivalence relation R and an algorithm which, given t strings belonging to the same

equivalence class of R, computes an instance (x∗, k∗) ∈ Σ∗ × N in time polynomial in
∑t

i=1 |xi| such

that:

• (x∗, k∗) ∈ Q ⇔ xi ∈ L for all i ∈ {1, . . . , t}

• k∗ is bounded by a polynomial in maxt
i=1|xi|+ log t

Theorem 2 (Drucker (2015)). If some set L ⊆ Σ∗ is NP-hard and L AND-cross-composes into a pa-

rameterized problem Q, then there is no polynomial kernel for Q unless NP ⊆ coNP/poly.

Theorem 3. Even for m = 3, BMVA parameterized by p does not admit a polynomial kernel unless

NP ⊆ coNP/poly.

Proof: The proof is an AND-cross-composition inspired by the NP-hardness reduction for BMVA pro-

vided by Dokka et al. (2012). More precisely, we cross-compose from a sequence of instances of 3-

DIMENSIONAL PERFECT MATCHING. According to Definition 2 and Theorem 2, this will imply the

desired result. 3-DIMENSIONAL PERFECT MATCHING is formally defined as follows:

Problem 2 3-Dimensional Perfect Matching

Input: Three sets X , Y and Z of size n, a set of hyperedges S ⊆ X × Y × Z

Question: Does there exist a subset S′ ⊆ S such that:

• for all e, e′ ∈ S′ with e = (x, y, z) and e′ = (x′, y′, z′), we have x 6= x′,

y 6= y′ and z 6= z′ (that is, S′ is a matching)

• |S′| = n (that is, S′ is perfect)

Let (X1, Y1, Z1, S1), . . . , (Xt, Yt, Zt, St) be a sequence of t equivalent instances of 3-DPM, with re-

spect to the following polynomial equivalence relation: (X,Y, Z, S) and (X ′, Y ′, Z ′, S′) are equivalent

if |X | = |X ′| (and thus |Y | = |Y ′| = |Z| = |Z ′| = |X |), and |S| = |S′|. In the following we denote

by n the cardinality of the sets Xi (and equivalently the sets Yi and Zi), and by m the cardinality of the

sets Si. Moreover, for all i ∈ {1, . . . , t} we define Xi = {xi,1, . . . , xi,n}, Yi = {yi,1, . . . , yi,n}, Zi =
{zi,1, . . . , zi,n}, and Si = {si,1, . . . , si,m}. We also assume that t = 2q for some q ∈ N (if it is not the

case, we add a sufficiently number of dummy yes-instances).

In the following we construct three sets (X∗, Y ∗, Z∗) of nt vectors each: X∗ = {x∗
i,j}

j=1,...,n
i=1,...,t , Y ∗ =

{y∗i,j}
j=1,...,n
i=1,...,t and Z∗ = {z∗i,j}

j=1,...,n
i=1,...,t , where each vector is composed of p∗ = m + 2mq components.

Let us first describe the first m components of each vector. For all i ∈ {1, . . . , t}, j ∈ {1, . . . , n} and

k ∈ {1, . . . ,m} we set:

x∗
i,j [k] =

{

1 if the hyperedge si,k contains xi,j

0 otherwise

y∗i,j [k] =

{

1 if the hyperedge si,k contains yi,j
0 otherwise
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z∗i,j[k] =

{

1 if the hyperedge si,k contains zi,j
0 otherwise

Then, for all i ∈ {1, . . . , t}, we append two vectors bi and b̄i to all vectors {x∗
i,j}j=1,...,n, {y∗i,j}j=1,...,n

and {z∗i,j}j=1,...,n. The vector bi is composed of mq coordinates, and is defined as the binary representa-

tion of the integer i, where each bit is duplicatedm times. Finally, b̄i is obtained by taking the complement

of bi (i.e. replacing all zeros by ones, and conversely) as depicted in Figure 3. It is now clear that each

vector x∗
i,j (resp. y∗i,j , z∗i,j) is composed of p∗ = m+ 2mq coordinates. Thus, the parameter of the input

instance is a polynomial in n,m and log t whereas the total size of the instance is a polynomial in the size

of the sequence of inputs, as required in cross-compositions. It now remains to prove that (X∗, Y ∗, Z∗)
contains an assignment of cost k∗ = nt(mq +m − 1) if and only if for all i ∈ {1, . . . , t}, Si contains a

perfect matching S′
i.

• Suppose that for all i ∈ {1, . . . , t} we have a perfect matching S′
i ⊆ Si. W.l.o.g. suppose that

S′
i = {si,1, . . . , si,n}. Then, for each j ∈ {1, . . . , n}, we have si,j = (xi,j1 , yi,j2 , zi,j3) for some

j1, j2, j3 ∈ {1, . . . , n}. We assign x∗
i,j1

with y∗i,j2 and z∗i,j3 . It is easy to see that the cost of this

triple is m − 1 + mq. Indeed, they all have a one at the jth coordinate, corresponding to the jth

hyperedge of Si (and this is the only shared one, since we can suppose that all hyperedges are

pairwise distinct), and they all contain the same vectors bi and b̄i. Summing up for all instances, we

get the desired solution value.

• Conversely, first remark that in any assignment, the cost of every triple (x∗
i1,j1

, y∗i2,j2 , z
∗
i3,j3

) is

at least m − 1 + mq, and let us prove that this bound is tight when (1) all elements are chosen

within the same instance, i.e. i1 = i2 = i3 = i, and (2) this triple corresponds to an element

of Si, i.e. (xi,j1 , yi,j2 , zi,j3) ∈ Si. Indeed, suppose first that i1 6= i2. Then, since the binary

representation of i1 and i2 differs on at least one bit, it is clear that the resulting vector is of cost at

least m(q+1) > mq+m− 1. Now if i1 = i2 = i3 = i, then the result is straightforward, since at

most one hyperedge of Si can contain x∗
i1,j1

, y∗i2,j2 and z∗i3,j3 . Finally, using the same arguments as

previously, we can easily deduce a perfect matching S′
i ⊆ Si for each i ∈ {1, . . . , t}, and the result

follows.

3 Parameterizing according to ζB

In this section, we present an FPT algorithm when parameterized by ζB and n (recall that both ζB and

n are smaller parameters than the standard one k, since k = B + ζB and n ≤ k in any reduced instance).

Notice first that it is easy to get an O∗(2ζB(log(n)+log(p))) algorithm. Indeed, by considering a set i ∈ [m]
where c(V i) = B, and guessing the positions of the ζB new zeros (among np possible positions) that

will appear in an optimal solution, we can actually guess in O∗((np)ζB ) the vectors {vs∗j } of an optimal

solution, and it remains to check in polynomial time that every V j can be “matched” to {vs∗
j
}. Now we

show how to get rid of the log(p) term in the exponent.

Theorem 4. BMVA can be solved in O∗(4ζB log(n)).
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x4,1

x4,2

x4,3
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y4,2

y4,3

z4,1

z4,2

z4,3

X4 Y4 Z4

1100 00000000 11111111

0010 00000000 11111111

0001 00000000 11111111

1000 00000000 11111111

0100 00000000 11111111

0011 00000000 11111111

0010 00000000 11111111

0100 00000000 11111111

1001 00000000 11111111

1000 01010101 10101010

0100 01010101 10101010

0011 01010101 10101010

1000 01010101 10101010

0101 01010101 10101010

0010 01010101 10101010

1001 01010101 10101010

0100 01010101 10101010

0010 01010101 10101010

1000 10101010 01010101

0100 10101010 01010101

0011 10101010 01010101

1100 10101010 01010101

0010 10101010 01010101

0001 10101010 01010101

1100 10101010 01010101

0010 10101010 01010101

0001 10101010 01010101

1000 11111111 00000000

0110 11111111 00000000

0001 11111111 00000000

0100 11111111 00000000

1010 11111111 00000000

0001 11111111 00000000

0100 11111111 00000000

1010 11111111 00000000

0001 11111111 00000000

X∗ Y ∗ Z∗

bi bi bi bi bi bi

Figure 3: Example of Cross Composition construction from four equivalent instances of 3-Dimensional

Perfect Matching (X1, Y1, Z1, {(x1,1, y1,1, z1,3), (x1,1, y1,2, z1,2), (x1,2, y1,3, z1,3), (x1,3, y1,3, z1,3)}),
(X2, Y2, Z2, {(x2,1, y2,1, z2,1), (x2,2, y2,2, z2,2), (x2,3, y2,3, z2,3), (x2,3, y2,2, z2,1)}),
(X3, Y3, Z3, {(x3,1, y3,1, z3,1), (x3,2, y3,1, z3,1), (x3,3, y3,2, z3,2), (x3,3, y3,3, z3,3)}),
(X4, Y4, Z4, {(x4,1, y4,2, z4,2), (x4,2, y4,1, z4,1), (x4,2, y4,2, z4,2), (x4,3, y4,3, z4,3)}) into an instance of bMVA

with m = 3, n = 12 and p = 20.
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Proof: Let I[m,n, p, k] be an instance of our problem and, w.l.o.g., suppose that V 1 is a set whose

number of zeros reaches the upper bound B, i.e. c(V 1) = B. The algorithm consists in constructing a

solution by finding an optimal assignment between V 1 and V 2, . . . , V m, successively.

We first claim that we can decide in polynomial time whether there is an assignment between V 1 and

V 2 which does not create any additional zero.

To that end, we create a bipartite graph G with bipartization (A,B), A = {a1, . . . , an}, B = {b1, . . . ,
bn}, and link aj1 and bj2 for all (j1, j2) ∈ [n]× [n] iff assigning vector v1j1 from V 1 and vector v2j2 from

V 2 does not create any additional zero in V 1 (v1j1 ∧ v2j2 = v1j1 ).

If a perfect maching can be found in G, then we can safely delete the set V 2 and continue. In order to

avoid heavy notations, we consider this first step as a polynomial pre-processing, and we re-label V i into

V i−1 for all i ∈ {3, . . . ,m} (and m is implicitly decreased by one).

In the following, we suppose that the previous pre-processing step cannot apply (i.e. there is no perfect

matching in G). Intuitively, in this case any assignment (including an optimal one) between V 1 and V 2

must lead to at least one additional zero in V 1. In this case, we perform a branching to guess one couple

of vectors from V 1 × V 2 which will induce such an additional zero. More formally, we branch on every

couple (j1, j2) ∈ [n]× [n], and create a new instance as a copy of I in which v1j1 is replaced by v1j1 ∧ v2j2 .

This operation increases c(V 1) by at least one, and thus B by at least one as well. If we denote by I ′ this

new instance, we can check that a solution of cost at most k for I ′ will immediately imply a solution of

cost at most k for I, as I ′ is constructed from I by adding some zeros. The converse is also true as one

assignment we enumerate corresponds to one from an optimal solution.

As the value of B in this branching increases by at least one while we still look for a solution of cost k,

this implies that this branching will be applied at most ζB times. Summing up, we have one polynomial

pre-processing and one branching of size n2 which will be applied at most ζB times. The total running

time of this algorithm is thus bounded by O∗(4ζB log(n)).

Despite its simplicity, we now show that, when considering each parameter (n and ζB) separately, this

algorithm is the best we can hope for (whereas the existence of an O∗(2k) algorithm is still open). Indeed,

we first show in Theorem 6 that the linear dependence in ζB and log(n) in the exponent is necessary

(unless ETH fails), and also that we cannot hope for an FPT algorithm parameterized by ζB only unless

FPT = W2 (Theorem 5). Finally, as we will see in the next section (Theorem 8), this result is matched

by a 2o(ζB) lower bound when n ∈ N is fixed. We now present a reduction from the HITTING SET

problem which produces an instance of BMVA.

Problem 3 Hitting Set

Input: m subsets R1, ..., Rm of [n], and an integer k

Question: Is there a set R of k elements of [n] such that R ∩Ri 6= ∅ for any i ∈ [m]?

Lemma 3. There is a polynomial reduction from HITTING SET to BMVA that given an instance com-

posed of m subsets of [n] and an integer k, constructs an instance of BMVA I[m′, n′, p′, k′] such that

n′ = n and ζB = k.

Proof: Let R1, ..., Rm be subsets of [n], and k ∈ N. We construct m sets V 1, ..., V m of n vectors each,

where, for all i ∈ [m] we have V i = {vi1, ..., v
i
n}, each vector being composed of n components. For all
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7
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1011111
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0000000

0000000

0000000

1111110

0111111

0000000

1101111

1110111

1111011
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0000000

0000000
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0000000
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1111011

0000000

0000000

0000000

0000000

0000000

0000000

1111011

1111101

1111110

0000000

0000000

0000000

0000000

0000000

0000000

1111111 0111011

V 1 V 2 V 3 V 4 V 5

Figure 4: Example of reduction from an instance of Hitting Set consisting of four subsets of [n = 7] : R1 =
{1, 2, 7} , R2 = {1, 3, 4, 5} , R3 = {2, 4, 5} , R4 = {5, 6, 7}, and an integer k = 2, to an instance of BMVA with

m′ = 5, n′ = n, p = n.

i ∈ [m] and all j ∈ [n], if j ∈ Ri, then the vector vij is composed of ones everywhere except at the jth

component. If j /∈ Ri, then vij is a 0-vector (i.e. a vector with zero in every component). We also add a

set V ∗ composed of (n− 1) 0-vectors and one 1-vector as depicted in Figure 4.

For this constructed instance, it is clear that B = n(n − 1) because of the set V ∗. In other words, any

assignment will lead to a solution with (n − 1) 0-vectors, and thus with at least n(n− 1) zeros. We will

actually show that this instance has a solution with n(n − 1) + k zeros if and only if R1, ..., Rm has a

hitting set of size k. By the foregoing, we only need to focus on the only vector of each set which is

assigned to the 1-vector of V ∗.

⇒ Let J ⊆ [n] be a hitting set of size k. By the definition of a hitting set, for all i ∈ [m], there exists

ji ∈ J ∩ Ri. Thus, for all i ∈ [m], we select the vector viji from the set V i to be assigned to the 1-

vector of V ∗. By construction, this vector has only one zero at the jthi component, which implies that the

conjunction of all such vectors
∧m

i=1 v
j
ji

will have a 1 everywhere except at the components corresponding

to J . We thus have the desired number of zeros in our solution.

⇐ Conversely, for each i ∈ [m], let ji ∈ [n] be the vector from V i which is assigned to the 1-vector of

V ∗. Since the resulting conjunction of all these vectors has only k zeros, viji cannot be a 0-vector, and

we thus have ji ∈ Ri. Using the same arguments as previously, {uji}i∈[m] corresponds to a hitting set of

R1, ..., Rm of size k.

As we seen previously, B = n(n − 1) for the obtained instance, k′ = n(n − 1) + k, (which implies

ζB = k), and the size of all sets is n, as desired.

As we can see, the reduction is parameter-preserving for ζB . From the W2-hardness of HITTING SET

provided by Downey and Fellows (2013), we have the following:

Theorem 5. BMVA is W2-hard when parameterized by ζB .

As said previously, we also use this reduction to show the following result:

Theorem 6. BMVA cannot be solved in O∗(2o(ζB) log(n)) nor O∗(2ζBo(log(n))), unless ETH fails.

Proof: To show this, we use a the previous hardness result, but using a constrained version of the HITTING

SET problem obtained by Lokshtanov et al. (2011), where the element set is [k]× [k] and can thus be seen

as a table with k rows and k columns:
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Problem 4 k × k Hitting Set

Input: An integer k, and R1, ..., Rt ⊆ [k]× [k]

Question:
Is there a set R containing exactly one element from each row such that R ∩Ri 6= ∅
for any i ∈ [t]?

Lokshtanov et al. (2011) show that assuming ETH this problem cannot be solved in 2o(k log(k))nO(1)

(whereas a simple brute force solves it in O∗(2k log(k))). Notice that we can modify the question of this

problem by dropping the constraint that S contains at least one element from each row. Indeed, let us add

to the instance a set of k sets {R′
1, . . . , R

′
k}, where R′

i contains all elements of row i for i ∈ [k]. Now,

finding a (classical) hitting set of size k on this modified instance is equivalent to finding a solution of size

k for the original instance of k × k-HITTING SET. Moreover, it is easy to check that a 2o(k log(k))nO(1)

algorithm for this relaxed problem would also contradict ETH . To summarize, we know that unless

ETH fails, there is no 2o(k log(k))nO(1) algorithm for the classical HITTING SET problem, even when the

ground set has size k2. This allows us to perform the reduction of Lemma 3 on these special instances,

leading to an instance I[m′, n′, p′, k′] with associated parameter ζB such that ζB = k and n′ = k2.

Suppose now that there exists an algorithm for BMVA running in 2o(ζB) log(n)(k+m+n+p)O(1). Using

the reduction above, we would be able to solve the instance of k × k-HITTING SET in 2o(k) log(k
2)nO(1),

and thus in 2o(k log(k))nO(1), which would violate ETH . A similar idea also rules out any algorithm

running in 2ζBo(log(n)) under ETH .

4 Parameterizing according to ζp

We now consider the problem parameterized by ζp = k−p (recall that p ≤ k). Notice that one motivation

of this parameterization is the previous reduction of Lemma 3 from HITTING SET. Indeed, when applied

for n = 2, it reduces an instance of VERTEX COVER to an instance of BMVA with k = p + ζp where

ζp is equal to the size of the vertex cover. Our intuition is confirmed by the following result: we show

that when parameterized by ζp, the problem is indeed FPT when n = 2 (Theorem 7). We complement

this by showing that for any n ≥ 3, it becomes NP-hard when ζp = 0 (Theorem 8), and is thus even

not in XP. The reduction we use even proves that for any fixed n ≥ 3, the problem cannot be solved in

2o(k) (and thus in 2o(ζB)) unless ETH fails, while the algorithm of Theorem 4 runs in O∗(2O(ζB)). In

the following, n-BMVA denotes the problem BMVA where the size of all sets is fixed to some constant

n ∈ N.

4.1 Positive result for n = 2

In this subsection, we prove that 2-BMVA is FPT parameterized by ζp. To do so, we reduce to the ODD

CYCLE TRANSVERSAL problem (OCT for short). In this problem, given a graph G = (V,E) and an

integer c ∈ N, the objective is to decide whether there exists a partition (X,S1, S2) of V with |X | ≤ c
such that S1 and S2 are independent sets.

We first introduce a generalized version of OCT, called BIP-OCT. In this problem, we are given a set of

vertices V , an integer c, and a set of m pairs (A1, B1), ..., (Am, Bm) with Ai, Bi ⊆ V for all i ∈ [m] and

Ai ∩ Bi = ∅. Informally, each pair (Ai, Bi) can be seen as a complete bipartite subgraph. The output of

BIP-OCT is described by a partition (X,S1, S2) of V such that for any i ∈ [m], either (Ai \X ⊆ S1 and
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Bi \X ⊆ S2) or (Ai \X ⊆ S2 and Bi \X ⊆ S1). The question is whether there exists such a partition

with |X | ≤ c. As we can see, if all Ai and Bi are singletons (and thus form edges), then BIP-OCT

corresponds to OCT. Notice that in the following, the considered parameter of OCT and BIP-OCT will

always be the standard parameter, i.e. c. We first show that there is a linear parameter-preserving reduction

from 2-BMVA parameterized by ζp to BIP-OCT, and then that there is also a linear parameter-preserving

transformation from BIP-OCT to OCT.

Lemma 4. There is a linear parameter-preserving reduction from 2-BMVA parameterized by ζp to BIP-

OCT.

Proof: Let I[m, 2, p, p + ζp] be an instance of 2-BMVA (i.e. in which every set contains only two

vectors), and let us construct an instance I ′ of BIP-OCT, such that I has a solution of cost p + ζp iff I ′

has a solution of size ζp. Notice first that we can suppose that for any i ∈ [m] and any r ∈ [p], we cannot

have both vi1[r] = 0 and vi2[r] = 0 as otherwise any stack s from any solution would have vs[r] = 0, and

thus we could safely remove such a component r from the instance (and decrease k and p by one).

Let the vertex set of I ′ be [p]. Then, for all i ∈ [m], let us define Ai = {r|vi1[r] = 0}, and Bi =
{r|vi2[r] = 0} as depicted in Figure 5. By the foregoing, and as required in an instance of bip-OCT, we

have Ai ∩Bi = ∅. Let us prove that I has a solution of cost p+ ζp iff I ′ has a solution (X,S1, S2) with

|X | ≤ ζp.

⇒ Let S = {s1, s2} be a solution of I of cost p + ζp. Let X = {r|vs1 [r] = vs2 [r] = 0}, S1 =
{r|vs1 [r] = 0 and vs2 [r] = 1}, and S2 = {r|vs1 [r] = 1 and vs2 [r] = 0}. Notice that (X,S1, S2) forms

a partition of [p] (as we cannot have a r0 with vs1 [r0] = vs2 [r0] = 1, as this would imply that all the nm
vectors have v[r0] = 1, and such cooordinates have been removed from the instance in Lemma 2), and

|X | = ζp. It remains to prove that (X,S1, S2) is a feasible solution of I ′. Let i ∈ [m]. Without loss of

generality, let us suppose that vi1 has been added to s1 and vi2 has been added to s2. Let r ∈ Ai \X . Since

r ∈ Ai, we have vi1[r] = 0, and thus vs1 [r] = 0. Since r /∈ X , we have vs2 [r] = 1. Thus, r ∈ S1, which

proves Ai \X ⊆ S1. Similarly, we can prove that Bi \X ⊆ S2.

⇐ Let (X,S1, S2) be a solution of I ′ with |X | ≤ ζp. Let s1 be such that vs1 [r] = 0 iff r ∈ X or

r ∈ S1, and let s2 be such that vs2 [r] = 0 iff r ∈ X or r ∈ S2. It remains to prove that the solution

S = {s1, s2} is feasible, which immediately implies that its cost is p+ ζp. Let i ∈ [m]. Without loss of

generality, let us suppose that Ai \X ⊆ S1 and Bi \X ⊆ S2. We now claim that vi1 can be assigned to

s1 and vi2 can be assigned to s2 without creating any new zero. To do so, let us show that for all r ∈ [p],
we have vi1[r] = 0 =⇒ vs1 [p] = 0 (resp. vi2[r] = 0 =⇒ vs2 [p] = 0). Indeed, let r ∈ [p] such that

vi1[r] = 0. Then by construction, it means that r ∈ Ai. Thus, by definition of the solution (X,S1, S2),
it means that either r ∈ X or r ∈ S1, which implies vs1 [r] = 0 as desired. Similar arguments show that

vi2[r] = 0 =⇒ vs2 [p] = 0 for all r ∈ [p].

Lemma 5. There is a linear parameterized reduction from BIP-OCT to OCT.

Proof: Let I = (V, {Ai, Bi}i∈[m], c) be an instance of BIP-OCT. Let us construct a graph G′ = (V ′, E′)
which contains an odd cycle transversal of size c if and only if I has a solution of size c for BIP-OCT.

Observe first that we cannot simply set V ′ = V and E′ =
⋃

i∈[m],a∈Ai,b∈Bi
{a, b}. Indeed, if for example

A1 = {2, . . . , n}, B1 = {1}, A2 = {2, . . . , n
2 } and B2 = {n

2 + 1, . . . , n}, defining G′ as above would

lead to an odd cycle transversal of size one, as removing only vertex {1} makes the graph bipartite with

bipartization (A2, B2). However, this solution is not feasible for BIP-OCT as A1\X = A1, and A1 6⊆ A2
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Figure 5: Example of reduction from an instance of 2-BMVA, with n = 2, m = 3, p = 9, admitting a solution

of cost p + 2, to an instance of BIP-OCT, with |V | = p, A1 = {3, 6} , B1 = {1, 5} , A2 = {2, 3, 7} , B2 =
{3, 5, 9} , A3 = {4, 6} , B3 = {7, 8, 9}, admitting the partition ({5, 9} , {3, 4, 6} , {1, 2, 7, 8}) as solution of cost 2.

and A1 6⊆ B2. Intuitively, we have to prevent solutions of G′ from splitting sets Ai \ X (and Bi \ X)

between the two parts of the bipartization. To do so, we will construct G′ as described above, and then

we "augment" each bipartite graph by adding c+ 1 new vertices on each side. More formally, we start by

setting V ′ = V as said before, and for all i ∈ [m], we create two sets of c + 1 new vertices A′
i, B

′
i. We

then set E′ =
⋃

i∈[m],a∈Ai∪A′

i,b∈Bi∪B′

i
{a, b}.

Let us now prove that I contains a solution of size c for BIP-OCT if and only if G′ contains an odd

cycle transversal of size c.

⇒ Let (X,S1, S2) be an optimal solution of I. We define a partial solution X ′, S′
1, S

′
2 of G′ by setting

X ′ = X and S′
l = Sl for l ∈ {1, 2} (the solution is partial in the sense that it remains to assign vertices

of A′
i ∪ B′

i, for all i ∈ [m]). Let i ∈ [m]. If Ai \ X = ∅ and Bi \ X = ∅, then we add (arbitrarily)

A′
i to S′

1 and B′
i to S′

2. Otherwise, if Ai \ X 6= ∅ and is added to Sl, we add A′
i to S′

l and B′
i to S′

l′

with l, l′ ∈ {1, 2}, l′ 6= l, and if Bi \ X 6= ∅ and is added to Sl, we add B′
i to S′

l and A′
i to S′

l′ with

l, l′ ∈ {1, 2}, l′ 6= l.

This new solution has the same size (|X ′| = |X |) and we claim that it is an odd cycle transversal of G′.

Indeed, let us check that any edge {u, v} ∈ E′ such that {u, v} ∩ X ′ = ∅ is not entirely contained in a

S′
l . If {u, v} is an edge of a complete bipartite of I, i.e. if there exists i such that u ∈ Ai and v ∈ Bi,

then by definition of the solution (X,S1, S2) it is straightforward that u and v are not both in S′
1 nor in

S′
2. Otherwise, if {u, v} is adjacent to one or two of the new vertices, let i be such that u ∈ A′

i. If v ∈ B′
i,

then the solution is valid as A′
i and B′

i are never added to the same set S′
l , l ∈ {1, 2}. Otherwise, we

necessarily have v ∈ Bi. Let l ∈ {1, 2} be such that Bi \X (which is not empty) has been added to S′
l .

In this case Ai (and thus u) has been added to S′
l′ , with l′ 6= l.

⇐ Let (X ′, S′
1, S

′
2) be an optimal solution of G′. For any i ∈ [m], let Ãi = (Ai ∪ A′

i) \ X ′ and

B̃i = (Bi ∪ B′
i) \X

′. A first observation is that Ãi 6= ∅ and B̃i 6= ∅ as |Ai ∪ A′
i| = |Bi ∪ B′

i| > c and

|X ′| ≤ c. A second observation is that for any u and v ∈ Ãi, u and v are in the same set S′
l for some

l ∈ {1, 2}. Indeed, suppose by contradiction that u ∈ S′
1 and v ∈ S′

2. As B̃i 6= ∅, there exists b ∈ B̃i and
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l ∈ {1, 2} such that b ∈ S′
l . As all the edges of the complete bipartite subgraph on (Ai ∪ A′

i, Bi ∪ B′
i)

belong to E′, we have {u, b} ∈ E′ and {v, b} ∈ E′, and thus S′
l contains both endpoints of an edge of

E′, which is a contradiction. In the same way, we can prove that for any i ∈ [m], and any u and v ∈ B̃i,

u and v are in the same set S′
l for some l ∈ {1, 2}.

Thus, according to the two previous observations, for any i ∈ [m] we can define λÃi
∈ {1, 2} and

λB̃i
∈ {1, 2} such that Ãi ⊆ S′

λÃi

and B̃i ⊆ S′
λB̃i

, with λÃi
6= λB̃i

.

Let us now define X = X ′ ∩ V , S1 = S′
1 ∩ V , and S2 = S′

2 ∩ V , and check that this is a valid solution

of I. Let i ∈ [m]. Observe first that Ai \X ⊆ Ãi, and thus either Ai \X = ∅, or Ai \X ⊆ SλÃi
. As the

same fact also holds for Bi \X , and as λÃi
6= λB̃i

, the constraint (Ai \X ⊆ S1 and Bi \X ⊆ S2) or

(Ai \X ⊆ S2 and Bi \X ⊆ S1) is respected, and the solution is feasible, which concludes the proof.

As ODD CYCLE TRANSVERSAL can be solved in O∗(2.3146c), proved by Lokshtanov et al. (2014),

and since our parameters are exactly preserved in our two reductions, we obtain the following result:

Theorem 7. 2-BMVA can be solved in O∗(dζp) where d ≤ 2.3146 is such that OCT can be solved in

O∗(dc).

4.2 Negative results for n ≥ 3

We now complement the previous result by proving that the problem is intractable with respect to the

parameter ζp for larger values of n.

Theorem 8. For any fixed n ≥ 3, n-BMVA is not in XP when parameterized by ζp (unless P = NP),

and cannot be solved in 2o(k) (unless ETH fails).

Proof: Let χ ≥ 3. We present a reduction from χ-COLORING. Given a graph G = (V,E), this problem

consists to ask for a mapping f : V −→ [χ] such that for all {u, v} ∈ E we have f(u) 6= f(v). Let

E = {e1, ..., emG
} and V = [nG]. Let us construct an instance I of n-BMVA with n = χ, p = nG,

m = mG and such that G admits a χ-coloring iff I has a solution of cost p (i.e. ζp = 0). To each edge

ei = {u, v} ∈ E, i ∈ [mG], we associate a set V i with |V i| = χ, where:

• vi1 represents the vertex u, that is vi1[u] = 0 and vi1[r] = 1 for any r ∈ [nG], r 6= u,

• vi2 represents the vertex v, that is vi2[v] = 0 and vi2[r] = 1 for any r ∈ [nG], r 6= v,

• for all j ∈ {3, . . . , χ}, vij is a 1-vector, i.e. it has a 1 at every component.

An example of this construcion is depicted in Figure 6. Let us now prove that G admits a χ-coloring iff I
has a solution of cost p = nG.

⇒ Let Sj ⊆ V , j ∈ [χ] be the χ color classes (notice that the Sj are pairwise disjoint, some of them

may be empty, and
⋃

j∈[χ] Sj = V ). To each Sj we associate a stack sj such that vsj [r] = 0 iff r ∈ Sj .

It remains to prove that the solution S = {s1, . . . , sχ} is feasible, as its cost is exactly p by construction.

Let us consider a set V i where vi1 (resp. vi2) represents a vertex u (resp. v). As {u, v} is an edge of G,

we know that u and v have two different colors, i.e. that u ∈ Sj and v ∈ Sj′ , for some j, j′ ∈ [χ] with

j 6= j′. Thus, we can add vi1 to stack sj , vi2 to stack sj′ , and the χ − 2 other vij (j ≥ 3) in an arbitrary

way. Since the only 0 in vi1 (resp. vi2) is at the uth (resp. vth) component, we have vi1 ∧ vsj = vsj (resp.

vi2 ∧ vsj′ = vsj′ ), which proves that S is feasible.
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Figure 6: Example of reduction from a positive instance of χ-COLORING, with χ = 3, V = [5], E =
{{1, 2} , {1, 3} , {1, 4} , {2, 3} , {3, 4} , {2, 5} , {4, 5}}, to an instance of BMVA with m = |E| = 6, n = χ =
3, p = |V | = 5 admitting a solution of cost p.

⇐ Let S = {s1, . . . , sχ} be the stacks of an optimal solution. For j ∈ [χ], let Sj = {r ∈ [p]|vsj [r] =
0}. Notice that

⋃χ

j=1 Sj = V , and as I is of cost p, all the Sj are pairwise disjoints and form a partition

of V . Moreover, as for any i ∈ [m], vi1 and vi2 have been assigned to different stacks, the correspond-

ing vertices have been assigned to different colors, and thus each Sj induces an independent set, which

completes the reduction.

It is known, thanks to Impagliazzo et al. (2001) that there is no 2o(|V |) algorithm for deciding whether

a graph G = (V,E) admits a χ-COLORING, for any χ ≥ 3 (under ETH). As we can see, the value of

the optimal solution for n-BMVA in the previous reduction equals the number of vertices in the instance

of χ-COLORING, which proves that n-BMVA cannot be solved in 2o(k) for any n ≥ 3.

Finally, remark that as for the parameterization by p, one could ask if BMVA is FPT when parame-

terized by the first lower bound B. However, we can see in the previous reduction that we obtain a graph

with B = 2, and thus the problem is even not in XP unless P = NP.

5 Conclusion

In this article, we presented some negative and positive results for a multidimensional binary vector as-

signment problem in the framework of parameterized complexity. Notice that neither lower bounds of

Theorem 6 nor Theorem 8 are able to rule out an algorithm running in O∗(2k) (when n is part of the

input), hence the existence of such an algorithm seems a challenging open problem. Another interesting

question concerns the improvement of the O(k2m) kernel of Theorem 1 by getting rid of the parameter

m: does BMVA admit a polynomial kernel when parameterized by k only?
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A gapped repeat (respectively, palindrome) occurring in a word w is a factor uvu (respectively, uRvu) of w. In
such a repeat (palindrome) u is called the arm of the repeat (respectively, palindrome), while v is called the gap.
We show how to compute efficiently, for every position i of the word w, the longest gapped repeat and palindrome
occurring at that position, provided that the length of the gap is subject to various types of restrictions. That is,
that for each position i we compute the longest prefix u of w[i..n] such that uv (respectively, uRv) is a suffix of
w[1..i− 1] (defining thus a gapped repeat uvu – respectively, palindrome uRvu), and the length of v is subject to the
aforementioned restrictions.

Keywords: combinatorial pattern matching, gapped repeats, gapped palindromes

1 Introduction
Gapped repeats and palindromes have been investigated for a long time (see, e.g., Gusfield (1997); Brodal
et al. (1999); Kolpakov and Kucherov (2000, 2009a); Kolpakov et al. (2014); Crochemore et al. (2010);
Crochemore and Tischler (2011) and the references therein), with motivation coming especially from the
analysis of DNA and RNA structures, where tandem repeats or hairpin structures play important roles
in revealing structural and functional information of the analysed genetic sequence (see Gusfield (1997);
Brodal et al. (1999); Kolpakov and Kucherov (2009a) and the references therein).

A gapped repeat (respectively, palindrome) occurring in a word w is a factor uvu (respectively, uRvu)
of w. The middle part v of such a structure is called gap, while the two factors u (respectively, the factors
uR and u) are called left and right arms. Generally, the previous works were interested in finding all the
gapped repeats and palindromes, under certain numerical restrictions on the length of the gap or on the
relation between the length of the arm of the repeat or palindrome and the length of the gap.

A classical problem for palindromes asks to find the longest palindromic factor of a word (see, Man-
acher (1975)). This is our first inspiration point in proposing an alternative point of view in the study
of gapped repeats and palindromes. As a second inspiration point for our work, we refer to the longest

∗This is an extension of the conference papers of Gawrychowski and Manea (2015), presented at the 20th International Sympo-
sium on Fundamentals of Computation Theory, FCT 2015, and of Dumitran and Manea (2015), presented at the 40th International
Symposium on Mathematical Foundations of Computer Science, MFCS 2015.
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previous factor table (LPF) associated to a word. This data structure was introduced and considered in the
context of efficiently computing Lempel-Ziv-like factorisations of words (see Crochemore et al. (2013,
2010)). Such a table provides for each position i of the word the longest factor occurring both at position
i and once again on a position j < i. Several variants of this table were also considered by Crochemore
et al. (2010): the longest previous reverse factor (LPrF ), where we look for the longest factor occurring
at position i and whose mirror image occurs in the prefix of w of length i − 1, or the longest previous
non-overlapping factor, where we look for the longest factor occurring both at position i and somewhere
inside the prefix of length i− 1 of w. Such tables may be seen as providing a comprehensive image of the
long repeats and symmetries occurring in the analysed word.

According to the above, in our work we approach the construction of longest previous gapped repeat or
palindrome tables: for each position i of the word we want to compute the longest factor occurring both
at position i and once again on a position j < i (or, respectively, whose mirror image occurs in the prefix
of length i − 1 of w) such that there is a gap (subject to various restrictions) between i and the previous
occurrence of the respective factor (mirrored factor). Similar to the original setting, this should give us a
good image of the long gapped repeats and symmetries of a word.

A simple way to restrict the gap is to lower bound it by a constant; i.e., we look for factors uvu (or
uRvu) with |v| > g for some g ≥ 0. The techniques of Crochemore et al. (2010) can be easily adapted to
compute for each position i the longest prefix u of w[i..n] such that there exists a suffix uv (respectively,
uRv) of w[1..i− 1], forming thus a factor uvu (respectively, uRvu) with |v| > g. Here we consider three
other different types of restricted gaps.

We first consider the case when the length of the gap is between a lower bound g and an upper bound
G, where g and G are given as input (so, may depend on the input word). This extends naturally the case
of lower bounded gaps.

Problem 1 Given w of length n and two integers g and G, such that 0 ≤ g < G ≤ n, construct the
arrays LPrF g,G[·] and LPF g,G[·] defined for 1 ≤ i ≤ n:

a. LPrF g,G[i] = max{|u| | there exists v such that uRv is a suffix of w[1..i − 1] and u is prefix of
w[i..n], with g ≤ |v| < G}.

b. LPF g,G[i] = max{|u| | there exists v such that uv is a suffix ofw[1..i−1] and u is prefix ofw[i..n],
with g ≤ |v| < G}.

We are able to solve Problem 1(a) in linear time O(n). Problem 1(b) is solved here in O(n log n) time.
Intuitively, in the case of gapped palindromes, when trying to compute the longest prefix u of w[i..n] such
that uRv is a suffix of w[1..i− 1] with g < |v| ≤ G, we just have to compute the longest common prefix
between w[i..n] and the words w[1..j]R with g < i − j ≤ G. The increased difficulty in solving the
problem for repeats (reflected in the increased complexity of our algorithm) seems to come from the fact
that when trying to compute the longest prefix u of w[i..n] such that uv is a suffix of w[1..i − 1] with
g < |v| ≤ G, it is hard to see where the uv factor may start, so we have to somehow try more variants for
the length of u. Brodal et al. (1999) give an algorithm that finds all maximal repeats (i.e., repeats whose
arms cannot be extended) with gap between a lower and an upper bound, running in O(n log n+ z) time,
where z is the number of such repeats. It is worth noting that there are words (e.g., (a2b)n/3, from Brodal
et al. (1999)) that may have Θ(nG) maximal repeats uvu with |v| < G. Hence, for G > log n and g = 0,
for instance, our algorithm is faster than an approach that would first use the algorithms of Brodal et al.
(1999) to get all maximal repeats, and then process them somehow to solve Problem 1(b).
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The data structures we construct allow us to trivially find in linear time the longest gapped palindrome
having the length of the gap between g and G, and in O(n log n) time the longest gapped repeat with the
length of the gap between the bounds g and G.

In the second case, the gaps of the repeats and palindromes we investigate are only lower bounded;
however, the bound on the gap allowed at each position is defined by a function depending on the position.

Problem 2 Given w of length n and the values g(1), . . . , g(n) of g : {1, . . . , n} → {1, . . . , n}, construct
the arrays LPrF g[·] and LPF g[·] defined for 1 ≤ i ≤ n:

a. LPrF g[i] = max{|u| | there exists v such that uRv is a suffix of w[1..i − 1] and u is prefix of
w[i..n], with g(i) ≤ |v|}.

b. LPF g[i] = max{|u| | there exists v such that uv is a suffix of w[1..i− 1] and u is prefix of w[i..n],
with g(i) ≤ |v|}.

The setting of this problem can be seen as follows. An expert preprocesses the input word (in a way
specific to the framework in which one needs this problem solved), and detects the length of the gap
occurring at each position (so, computes g(i) for all i). These values and the word are then given to us,
to compute the arrays defined in our problems. We solve both problems in linear time. Consequently,
we can find in linear time the longest gapped palindrome or repeat whose gap fulfils the length restriction
defined by the position where this palindrome or repeat occurs (as above).

Finally, following Kolpakov and Kucherov (2009a); Kolpakov et al. (2014), we analyse gapped repeats
uvu or palindromes uRvu where the length of the gap v is upper bounded by the length of the arm u
multiplied by some factor. More precisely, Kolpakov et al. (2014) investigate α-gapped repeats: words
uvu with |uv| ≤ α|u|. Similarly, Kolpakov and Kucherov (2009a) analyse α-gapped palindromes, i.e.,
words uRvu with |uv| ≤ α|u|. For α = 2, these structures are called long armed repeats (or pairs)
and palindromes, respectively; for α = 1, they are squares and palindromes of even length, respectively.
Intuitively, one is interested in repeats or palindromes whose arms are roughly close one to the other;
therefore, the study of α-gapped repeats and palindromes was rather focused on the cases with small α.
Here, we address the general case, of searching in a word w α-gapped repeats or palindromes for α ≤ |w|.
Problem 3 Given w of length n and a number α ≤ n, construct the arrays LPalα[·] and LRepα[·],
defined for 1 ≤ i ≤ n:

a. LPalα[i] = max{|u| | there exists v such that uRv is a suffix of w[1..i− 1], u is a prefix of w[i..n],
and |uv| ≤ α|u|}.

b. LRepα[i] = max{|u| | there exists v such that uv is a suffix of w[1..i − 1], u is a prefix of w[i..n],
and and |uv| ≤ α|u|}.

The problem of constructing the set S of all factors of a word of length n which are maximal α-gapped
repeats of palindromes (i.e., the arms cannot be extended simultaneously with one symbol to the right or
to the left to get a longer similar structure) was thoroughly considered, and finally settled by Crochemore
et al. (2016); Gawrychowski et al. (2016) (see also the references therein). In both these papers, it is
shown that the number of α-gapped repeats or palindromes a word of length n may contain is Θ(αn).
Using as starting point the algorithm presented in Gawrychowski and Manea (2015), that finds the longest
α-gapped repeat or palindrome (without constructing the set of all such structures), Gawrychowski et al.
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(2016) give an algorithm finding all maximal α-gapped repeats and α-gapped palindromes in optimal
time Θ(αn). Here, we first present the algorithm of Gawrychowski and Manea (2015) for the identifi-
cation of the longest α-gapped repeat or palindrome contained in a word, and briefly explain how it was
extended to output all maximal α-gapped repeats and palindromes in a word. Then we use the algorithm
of Gawrychowski et al. (2016) and a linear time algorithm finding the longest square/palindrome centred
at each position of a word to solve Problem 3 in linear time.

Our algorithms are generally based on efficient data-structures. On one hand, we use efficient word-
processing data structures like suffix arrays, longest common prefix structures, or dictionaries of basic
factors. On the other hand, we heavily use specific data-structures for maintaining efficiently collections
of disjoint sets, under union and find operations. Alongside these data-structures, we make use of a series
of remarks of combinatorial nature, providing insight in the repetitive structure of the words.

2 Preliminaries
The computational model we use to design and analyze our algorithms is the standard unit-cost RAM with
logarithmic word size, which is generally used in the analysis of algorithms. In this model, the memory
word size is logarithmic in the size of the input.

Let V be a finite alphabet; V ∗ denotes the set of all finite words over V . In the upcoming algorithmic
problems, we assume that the words we process are sequences of integers (i.e., over integer alphabets).
In general, if the input word has length n then we assume its letters are in {1, . . . , n}, so each letter
fits in a single memory-word. This is a common assumption in stringology (see, e.g., the discussion by
Kärkkäinen et al. (2006)).

The length of a word w ∈ V ∗ is denoted by |w|. The empty word is denoted by λ. A word u ∈ V ∗ is
a factor of v ∈ V ∗ if v = xuy, for some x, y ∈ V ∗; we say that u is a prefix of v, if x = λ, and a suffix
of v, if y = λ. We denote by w[i] the symbol occurring at position i in w, and by w[i..j] the factor of w
starting at position i and ending at position j, consisting of the catenation of the symbols w[i], . . . , w[j],
where 1 ≤ i ≤ j ≤ n; we define w[i..j] = λ if i > j. The powers of a word w are defined recursively
by w0 = λ and wn = wwn−1 for n ≥ 1. If w cannot be expressed as a nontrivial power (i.e., w is
not a repetition) of another word, then w is primitive. A period of a word w over V is a positive integer
p such that w[i] = w[j] for all i and j with i ≡ j (mod p). Let per(w) be the smallest period of w.
A word w with per(w) ≤ |w|

2 is called periodic; a periodic w[i..j] (with p = per(w[i..j]) < j−i+1
2 )

is a run if it cannot be extended to the left or right to get a word with the same period p, i.e., i = 1 or
w[i − 1] 6= w[i + p − 1], and, j = n or w[j + 1] 6= w[j − p + 1]. Kolpakov and Kucherov (1999)
showed that the number of runs of a word is linear and their list (with a run w[i..j] represented as the
triple (i, j, per(w[i..j])) can be computed in linear time. The exponent of a run w[i..j] occurring in w is
defined as j−i+1

per(w[i..j]) ; the sum of the exponents of all runs in a word of length n is O(n) (see Kolpakov
and Kucherov (1999)).

For a word u, |u| = n, over V ⊆ {1, . . . , n} we build in O(n) time the suffix array as well as data
structures allowing us to retrieve in constant time the length of the longest common prefix of any two
suffixes u[i..n] and u[j..n] of u, denoted LCPu(i, j) (the subscript u is omitted when there is no danger
of confusion). Such structures are called LCP data structures in the following. For details, see, e.g.,
Kärkkäinen et al. (2006); Gusfield (1997), and the references therein. In the solutions of the problems
dealing with gapped palindromes inside a word w (Problems 1(a), 2(a), and 3(a)) we construct the suffix
array and LCP data structures for the word u = w0wR, where 0 is a new symbol lexicographically
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z = w[j, j + 8 · 2k − 1]

y = w[i, i+ 2k − 1]

y

y

y

y

y

y y

y

y

Fig. 1: Occurrences of the basic factors y = w[i..i+2k−1] in z = w[j..j+8 ·2k−1]. The overlapping occurrences
are part of runs, and they can be returned as the pair formed of the first occurrence of y from each run and the period
of y. The representation of the occurrences of y in z will return 4 elements: 3 runs and one separate occurrence.

smaller than all the symbols of V ; this takes O(|w|) time. To check whether w[i..j] occurs at position
` in w (respectively, w[i..j]R occurs at position ` in w) we check whether ` + (j − i + 1) ≤ n and
LCPu(i, `) ≥ j − i + 1 (respectively, LCPu(`, 2|w| − j + w)) ≥ j − i + 1). To keep the notation free
of subscripts, when we measure the longest common prefix of a word w[1..j]R and word w[i..n] we write
LCP(w[1..j]R, w[1..i]), and this is in fact an LCP -query on u = w0wR; when we measure the longest
common prefix of a word w[j..n] and word w[i..n] we write LCP(j, i), and this is in fact an LCP -query
on w.

The suffix array of w0wR allows us to construct in linear time a list L of the suffixes w[i..n] of w and
of the mirror images w[1..i]R of the prefixes of w (which correspond to the suffixes of length less than
|w| of w0wR), ordered lexicographically. Generally, we denote by Rank[i] the position of w[i..n] in the
ordered list L of these factors, and by RankR[i] the position of w[1..i]R in L.

The dictionary of basic factors (introduced by Crochemore and Rytter (1991)) of a word w (DBF
for short) is a data structure that labels the factors w[i..i + 2k − 1] (called basic factors), for k ≥ 0
and 1 ≤ i ≤ n − 2k + 1, such that every two identical factors of w get the same label and we can
retrieve the label of any basic factor in O(1) time. The DBF of a word of length n is constructed in
O(n log n) time.

Note that a basic factor w[i..i+ 2k − 1] occurs either at most twice in any factor w[j..j + 2k+1 − 1] or
the occurrences of w[i..i+ 2k−1] in w[j..j+ 2k+1−1] form a run of period per(w[i..i+ 2k−1]) (so the
corresponding positions wherew[i..i+2k−1] occurs inw[j..j+2k+1−1] form an arithmetic progression
of ratio per(w[i..i + 2k − 1]), see Kociumaka et al. (2012)). Hence, the occurrences of w[i..i + 2k − 1]
in w[j..j + 2k+1 − 1] can be presented in a compact manner: either at most two positions, or the starting
position of the progression and its ratio. For c ≥ 2, the occurrences of the basic factor w[i..i+ 2k − 1] in
w[j..j+c2k−1] can be also presented in a compact manner: the positions (at most c) wherew[i..i+2k−1]
occurs isolated (not inside a run) and/or at most c maximal runs that contain the overlapping occurrences
of w[i..i+ 2k − 1], each run having period per(w[i..i+ 2k − 1]).

Remark 1 Using the DBF of a word w of length n, given a number ` > 0 we can produce in O(n log n)
time a data structure answering the following type of queries in O(1) time: “Given i and k return the
compact representation of the occurrences of the basic factor w[i..i + 2k − 1] inside the basic factor
w[i − ` − 2k+1.. i − ` − 1]”. Similarly, given ` > 0 and a constant c > 0 (e.g., c = 10), we can
produce inO(n log n) time a data structure answering the following type of queries inO(1) time: “Given
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i and k return the compact representation of the occurrences of the basic factor w[i..i + 2k − 1] in
w[i− `− c2k..i− `− 1] ”.

Indeed, once we construct the dictionary of basic factors of w, we reorganise it such that for each
distinct basic factor we have an array with all the positions where it occurs, ordered increasingly. Now,
we traverse each such array, keeping track of the current occurrence w[i..i − 2k − 1] and a window
containing its occurrences from the range between i − ` − c2k and i − ` (and a compact representation
of these occurrences); when we move in our traversal of this array to the next occurrence of the current
basic factors, we also slide the window in the array, and, looking at the content of the previous window
and keeping track of the occurrences that were taken out and those that were added to its content, we can
easily obtain in constant time a representation of the occurrences of the considered basic factors inside
the new window.

The previous remark is extended by the following lemma in a more general setting: c is no longer a
constant, and in a query we look, this time, for the occurrences of a basic factor w[i..i+ 2k − 1] in factors
z = w[j..j + c2k − 1], where there is no relation between i and j.

Lemma 1 Given a word w of length n and a number c ≥ 2, we can preprocess w in timeO(n log n) such
that given any basic factor y = w[i..i + 2k − 1] and any factor z = w[j..j + c2k − 1], with k ≥ 0, we
can compute in O(log log n+ c) time a compact representation of all the occurrences of y in z.

Proof: We construct the dictionary of basic factors of a word of length n inO(n log n) time and reorganise
it such that for each basic factor we have an array with all its occurrences, ordered by their starting
positions. For each such array we construct data structures that allow predecessor/successor search in
O(log log n) time with linear time preprocessing w.r.t. its length (see, e.g., van Emde Boas (1975)).
When we have to return the occurrences of y = w[i..i+ 2k−1] in z = w[j..j+ c2k−1], we search in the
basic factors-array corresponding to w[i..i+ 2k − 1] the successor of j and, respectively, the predecessor
of j+c2k−1 and then return a compact representation of the occurrences ofw[i..i+2k−1] between these
two values. This representation can be obtained in O(c) time. We just have to detect those occurrences
that form a run; this can be done with a constant number of LCP queries. Indeed, for two consecutive
occurrences, we compute the length of their overlap, which gives us a period of w[i..i+ 2k− 1]. Then we
look in w to see how long can the run with this period be extended to the right, which gives us the number
of occurrences of w[i..i+ 2k − 1] in that run. As their starting positions form an arithmetic progression,
we can represent them compactly. So, we return the representation of the occurrences of w[i..i+ 2k − 1]
from this run, and then move directly to the first occurrence of w[i..i + 2k − 1] appearing after this run
and still in the desired range; as there are at most O(c) runs and separate occurrences of the given basic
factor in the desired range, the conclusion follows. 2

In the following we make use of a result by Gawrychowski (2011), where it is shown that one can also
construct data structures that allow the fast identification of the suffixes of a word that start with a given
basic factor.

Lemma 2 (Gawrychowski (2011)) A word w of length n can be processed in O(n) time such that given
any basic factor w[i..i + 2k − 1], with k ≥ 0, we can retrieve in O(1) time the range of the suffix array
of w of suffixes starting with w[i..i + 2k − 1]. Equivalently, we can find the node of the suffix tree of w
closest to the root, such that the label of the path from the root to that node has the prefix w[i..i+ 2k − 1].

We can now show the following lemma.
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Lemma 3 Given a word v, |v| = α log n, we can process v in time O(α log n) time such that given any
basic factor y = v[j · 2k + 1..(j + 1)2k], with j, k ≥ 0 and j2k + 1 > (α− 1) log n, we can find in O(α)
time O(α) bit-sets, each storing O(log n) bits, characterising all the occurrences of y in v.

Proof: We first show how the proof works for α = 1.
We first build the suffix tree for v inO(α log n) time (see Farach (1997)). We further process this suffix

tree such that we can find in constant time, for each factor v[j · 2k + 1..(j + 1)2k], the node of the suffix
tree which is closest to the root with the property that the label of path from the root to it starts with
v[j · 2k + 1..(j + 1)2k]. According to Lemma 2, this can be done in linear time.

Now, we augment the suffix tree in such a manner that for each node we store an additional bit-set,
indicating the positions of v where the word labelling the path from the root to the respective node occurs.
Each of these bit-sets, of size O(log n), can be stored in constant space; indeed, each log n block of bits
from the bit-set can be seen in fact as a number between 1 and n so we only need to store a constant
number of numbers smaller than n; in our model, each such number fits in a memory word. Computing
the bit-sets can be done in a bottom up manner in linear time: for a node, we need to make the union of
the bit-sets of its children, and this can be done by doing a bitwise or operation between all the bit-sets
corresponding to the children. So, now, checking the bit-set associated to the lowest node of the suffix
tree such that the label of the path from the root to that node starts with v[j · 2k + 1..(j + 1)2k] we can
immediately output a representation of this factor’s occurrences in v.

This concludes the proof for α = 1.
For α > 1, we just have to repeat the algorithm in the previous proof for the words v[i log n + 1..(i +

2) log n]v[(α − 1) log n + 1..α log n], for 0 ≤ i ≤ α − 2, which allows us to find all the occurrences of
the basic factors of v[(α− 1) log n+ 1..α log n] in v. The time is clearly O(α log n).

2

Note that each of the bit-sets produced in the above lemma can be stored in a constant number of mem-
ory words in our model of computation. Essentially, this lemma states that we can obtain in O(α log n)
time a representation of size O(α) of all the occurrences of y in v.

Remark 2 By Lemma 2, given a word v, |v| = α log n, and a basic factor y = v[j ·2k+1, (j+1)2k], with
j, k ≥ 0 and j2k + 1 > (α − 1) log n, we can produce O(α) bit-sets, each containing exactly O(log n)
bits, characterising all the occurrences of y in v. Let us also assume that we have access to all values
log x with x ≤ n (which can be ensured by a O(n) preprocessing). Now, using the bit-sets encoding the
occurrences of y in v and given a factor z of v, |z| = c|y| for some c ≥ 1, we can obtain in O(c) time
the occurrences of y in z: the positions (at most c) where y occurs outside a run and/or at most c runs
containing the occurrences of y. Indeed, the main idea is to select by bitwise operations on the bit-sets
encoding the factors of v that overlap z the positions where y occurs (so the positions with an 1). For each
two consecutive such occurrences of y we detect whether they are part of a run in v (by LCP -queries on
v) and then skip over all the occurrences of y from that run (and the corresponding parts of the bit-sets)
before looking again for the 1-bits in the bit-sets.

Some of our solutions rely on an efficient solution for the disjoint set union-find problem. This problem
asks to maintain a family consisting initially of d disjoint singleton sets from the universe U = [1, n+ 1)
(shorter for {1, . . . , n}) so that given any element we can locate its current set and return the minimal
(and/or the maximal) element of this set (operation called find-query) and we can merge two disjoint sets
into one (operation called union). In our framework, we know from the beginning the pairs of elements
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whose corresponding sets can be joined. Under this assumption, a data-structure fulfilling the above
requirements can be constructed in O(d) time such that performing a sequence of m find and union
operations takes O(m) time in the computation model we use (see Gabow and Tarjan (1983)). As a
particular case, this data structure solves with O(n) preprocessing time and O(1) amortised time per
operation the interval union-find problem, which asks to maintain a partition of the universeU = [1, n+1)
into a number of d disjoint intervals, so that given an element of U we can locate its current interval, and
we can merge two adjacent intervals of the partition.

Remark 3 As a first consequence of the algorithms of Gabow and Tarjan (1983), we recall a folklore
result, stating that we can process inO(n) time a weighted tree withO(n) nodes and all weights inO(n)
so that we can compute off-line, also in linear time, the answer to O(n) weighted level ancestor queries
on the nodes of this tree (where such a query asked for the first node on a path from a given node to the
root such that the sum of the weights of the edges between the given and the returned node is greater than
a given weight).

In the solutions of both tasks of Problem 1, we use the following variant of the interval union-find
problem.

Remark 4 Let U = [1, n+ 1). We are given integers d, ` > 0 and for each i ≤ ` a partition Pi of U in d
intervals, a sequence of d find-queries and a sequence of d union-operations to be performed alternatively
on Pi (that is, we perform one find query then the one union operation, and so on, in the order specified
in the sequences of union and find-queries). We can maintain the structure and obtain the answers to all
find-queries in O(n+ `d) total time.

To see why this holds, assume that we are given the sequence Qi = 〈xi1, . . . , xid〉 of d find-queries and
the sequence Ui = 〈yi1, . . . , yid〉 of d union-operations to be performed alternatively on this partition. As
defined above, first we perform the first find query in which we search for the interval containing x1, then
the first union between the interval ending on y1 and the one starting on y1, then the second find query on
the updated partition, in which we search the interval containing x2, and so on. In the following we show
how to obtain the answers to all find-queries in O(n+ `d) time.

As a first step, we sort in time O(n + `d) all the ends of the intervals in Pi and the elements of Qi
for all i at once, using radix-sort. Then we separate them (now sorted) according to the partition they
correspond to: so, we have for each i an ordered list of the ends of the intervals of Pi and the elements of
Qi. Now we basically have all the data needed to be able to run the the algorithms of Gabow and Tarjan
(1983) in O(d) time for each partition (e.g., the time used in our setting by the sub-routines defined and
used by Gabow and Tarjan (1983) is exactly just the one the required to apply the results of that paper,
for each of the partitions). In conclusion, the total time needed to process one partition and to perform
all the find queries and union operations on it is O(d). This adds up to a total time of O(n+ `d).

We further give another lemma related to the union-find data structure.

Lemma 4 Let U = [1, n + 1). We are given k intervals I1, . . . , Ik included in U . Also, for each j ≤ k
we are given a positive integer gj ≤ n, the weight of the interval Ij . We can compute in O(n + k) time
the values H[i] = max{gj | i ∈ Ij} (or, alternatively, h[i] = min{gj | i ∈ Ij}) for all i ≤ n.

Proof: Let us assume that Ij = [aj , bj) where 1 ≤ aj ≤ n and 1 ≤ bj ≤ n + 1, for all 1 ≤ j ≤ k. We
first show how the array H[·] is computed.
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We sort the intervals I1, I2, . . . , Ik with respect to their starting positions aj , for 1 ≤ j ≤ k. Then,
we produce for each g from 1 to n the list of the intervals Ij that have gj = g (again, sorted by their
starting positions). Using radix-sort we can achieve this in timeO(n+k). Further, we set up a disjoint set
union-find data structure for the universe U = [1, n]. Initially, the sets in our structure are the singletons
{1}. . . . , {n}; the only unions that we can a make while maintaining this structure are between the set
containing i and the set containing i+ 1, for all 1 ≤ i ≤ n− 1. Therefore, we can think that our structure
only contains intervals [a, b); initially, we have in our union-find data structures, for all i ≤ n, the sets
{i} = [i, i + 1). Now, we process the intervals that have weight g, for each g from n to 1 in decreasing
order; that is, the intervals are considered in decreasing order of their weight. So, assume that we process
the input intervals of weight g. Assume that at this moment, U is partitioned in some intervals (some of
them just singletons); initially, as mentioned above, we only have singletons [i, i+ 1). Let Ij = [a, b) be
an input interval of weight g. Let now ` = a (in the following, ` will take different values between a and
b). We locate the interval [c1, c2) (of the union-find structure we maintain) where ` is located; if this is a
singleton and H[`] was not already set, then we set H[`] = g. Further, unless ` is a, we merge the interval
containing ` to that containing `− 1 and set ` = c2; if ` = a we just set ` = c2. In both cases, we repeat
the procedure while ` < b. We process in this manner all the intervals Ij with gj = g, in the order given
by their starting positions, then continue and process the intervals with weight g − 1, and so on.

The algorithm computes H[·] correctly. Indeed, we set H[`] = g when we process an interval Ij of
weight g that contains `, and no other interval of greater weight contained `. To see the complexity of the
algorithm we need to count the number of union and find operations we make. First, we count the number
of union operations. For this, it is enough to note that for each element ` we might make at most 2 unions:
one that unites the singleton interval [`, `+ 1) to the interval of `− 1, which has the form [a, `) for some
a, and another one that unites the interval of ` + 1 to the one of `. So, this means that we make at most
O(n) union operations. For the find operations, we just have to note that when an interval Ij is processed
the total number of finds is O(|Ij \ U | + 2), where U is the union of the intervals that were processed
before Ij . This shows that the total number of find operations is O(k + | ∪j=1,k Ij |) = O(n+ k).

By the results of Gabow and Tarjan (1983), as we know the structure of the unions we can make forms
a tree, our algorithm runs in O(n+ k) time.

The computation of h[·] is similar. The only difference is that we consider the intervals in increasing
order of their weight. 2

We conclude this section with a lemma that will be used in the solutions of Problem 3. It shows how to
compute in linear time the length of the longest square centred at each position of a given word.

Lemma 5 Given a word w of length n we can compute in O(n) time the values SC[i] = max{|u| | u is
both a suffix of w[1..i− 1] and a prefix of w[i..n]}.

Proof: Note that each square u2 occurring in a word w is part of a maximal run w[i′..j′] = pαp′, where
p is primitive and p′ is a prefix of p, and u = q`, where q is a cyclic shift of p (i.e., q is a factor of p2 of
length |p|) and ` ≤ α

2 .
So, if we consider a maximal run r = pαp′ and some ` ≤ α

2 , we can easily detect the possible centre
positions of the squares having the form (q`)2 contained in this run, with q a cyclic shift of p. These
positions occur consecutively in the word w: the first is the (|p|`+ 1)th position of the run, and the last is
the one where the suffix of length |p|` of the run starts. So they form an interval Ir,` and we associate to
this interval the weight gr,` = |p|` (i.e., the length of an arm of the square). In this way, we define O(n)
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intervals (as their number is upper bounded by the sum of the exponents of the maximal runs of w), all
contained in [1, n+ 1), and each interval having a weight between 1 and n. By Lemma 4, we can process
these intervals so that we can determine for each i ∈ [1, n+1) the interval of maximum weight containing
i, or, in other words, the maximum length SC[i] of a square centred on i. This procedure runs in O(n)
time. 2

It is worth noting that using the same strategy as in the proof of Lemma 5, one can detect the minimum
length of a square centred at each position of a word (also called the local period at that position) in linear
time. Indeed, in this case we note that the square of minimum length centred at some position of the
input word must be primitively rooted. Then, we repeat the same strategy as in the proof of Lemma 5, but
only construct the intervals Ir,` for the case when ` = 1 (i.e., the intervals Ir,1) for all runs r, with the
corresponding weights. Then we use Lemma 4 for these intervals to determine the interval of minimum
weight that contains each position of the word. This leads to an alternative solution to the problem of
computing the local periods of a word, solved by Duval et al. (2003). Compared to the solution of Duval
et al. (2003), ours uses a relatively involved data structures machinery (disjoint sets union-find structures,
as well as an algorithm finding all runs in a word), but is much shorter and seems conceptually simpler as
it does not require a very long and detailed combinatorial analysis of the properties of the input word.

The same strategy allows solving the problem of computing in linear time, for integer alphabets, the
length of the shortest (or longest) square ending (or starting) at each position of a given word; this im-
proves the results by Kosaraju (1994); Xu (2010), where such a result was only shown for constant size
alphabets. Let us briefly discuss the case of finding the shortest square ending at each position of the
word; such squares are, clearly, primitively rooted. So, just like in the case of searching squares centred
at some position, we can determine for each run an interval of positions where a square having exactly
the same period as the run may end. The period of each run becomes the weight of the interval associated
to that run. Then we use again Lemma 4 for these intervals to determine the interval of minimum weight
that contains each position of the word. Thus, we determine for each position the shortest square ending
on it. In the case when we want the longest square ending at each position, just like in the case of centred
squares, we define for each run several intervals. Fortunately, this does not increase asymptotically the
complexity.

In the following we apply the machinery developed in this section to identify the longest gapped repeats
and palindromes occurring in a word.

3 Lower and upper bounded gap
In this section we present the solutions of Problems 1(a) and 1(b). With these problems solved, we
can immediately retrieve the longest gapped repeat and palindrome contained in the input word of these
problems, such that the length gap is between a given lower bound and a given upper bound.

Theorem 1 Problem 1(a) can be solved in linear time.

Proof: Let δ = G− g; for simplicity, assume that n is divisible by δ. Further, for 1 ≤ i ≤ n, let u be the
longest factor which is a prefix of w[i..n] such that uR is a suffix of some w[1..k] with g < i − k ≤ G;
then, B[i] is the rightmost position j such that g < i− j ≤ G and uR is a suffix of w[1..j]. Knowing B[i]
means knowing LPrF g,G[i]: we just have to return LPrF (w[i..n], w[1..j]R).

We split the set {1, . . . , n} into n
δ ranges of consecutive numbers: I0 = {1, 2, . . . , δ}, I1 = {δ+ 1, δ+

2, . . . , 2δ}, and so on. Note that for all i in some range Ik = {kδ + 1, kδ + 2, . . . , (k + 1)δ} from those
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defined above, there are at most three consecutive ranges where some j such that g < i− j ≤ G may be
found: the range containing kδ −G+ 1, the range containing (k + 1)δ − g − 1, and the one in between
these two (i.e., the range containing kδ + 1 − g). Moreover, for some fixed i, we know that we have to
look for B[i] in the interval {i − G, . . . , i − g − 1}, of length δ; when we search B[i + 1] we look at
the interval {i + 1 − G, . . . , i − g}. So, basically, when trying to find B[i] for all i ∈ Ik, we move a
window of length δ over the three ranges named above, and try to find for every content of the window
(so for every i) its one element that fits the description of B[i]. The difference between the content of the
window in two consecutive steps is not major: we just removed an element and introduced a new one.
Also, note that at each moment the window intersects exactly two of the aforementioned three ranges.
We try to use these remarks, and maintain the contents of the window such that the update can be done
efficiently, and the values of B[i] (and, implicitly, LPrF g,G[i]) can be, for each i ∈ I , retrieved very fast.
Intuitively, grouping the i’s on ranges of consecutive numbers allows us to find the possible places of the
corresponding B[i]’s for all i ∈ Ik in O(δ) time.

J ′
i J ′′

i

i

Ik

kδ + 1 (k + 1)δ

(k + 1)δ − g

J1 J2 J3

i−G i− g

kδ + 1−G

Fig. 2: Proof of Theorem 1: Construction of the ranges J1, J2, J3 for some range Ik, and of the sliding window
J ′i ∪ J ′′i for some i ∈ Ik

We now go into more details. As we described in the preliminaries, let L be the lexicographically
ordered list of the the suffixes w[i..n] of w and of the mirror images w[1..i]R of the prefixes of w (which
correspond to the suffixes of wR). For the list L we compute the arrays Rank[·] and RankR[·]. We use
the suffix array for w0wR to produce for each of the ranges Ik computed above the set of suffixes of w
that start in the respective range (sorted lexicographically, in the order they appear in the suffix array) and
the set of prefixes of w ending in I , ordered lexicographically with respect to their mirror image.

We consider now one of the ranges of indexes Ik = {kδ + 1, kδ + 2, . . . , (k + 1)δ} from the above,
and show how we can compute the values B[i], for all i ∈ Ik. For some i ∈ Ik we look for the maximum
` such that there exists a position j with w[j − `+ 1..j]R = w[i..i+ `− 1], and i−G ≤ j ≤ i− g. As
already explained, for the i’s of Ik there are three consecutive ranges where the j’s corresponding to the
i’s of Ik may be found; we denote them J1, J2, J3.

Now, for an i ∈ Ik we have that B[i] (for which g < i−B[i] ≤ G) belongs to J ′i ∪ J ′′i , where J ′i is an
interval starting with i−G and extending until the end of the range that contains i−G (which is one of
the ranges J1, J2, J3) and J ′′i is an interval ending with i−g−1, which starts at the beginning of the range
that contains i − g − 1 (which is the range that comes next after the one containing i −G). Referencing
back to the intuitive explanation we gave at the beginning of this proof, J ′i ∪ J ′′i is the window we use to
locate the value of B[i] for an i ∈ Ik.

To computeB[i] for some i, take fi ∈ J ′i such that LCP(w[1..fi]
R, w[i..n]) ≥ LCP(w[1..j′]R, w[i..n])

for all j′ ∈ J ′i . Similarly, take si ∈ J ′′i such that for all j′ ∈ J ′′i we have LCP(w[1..si]
R, w[i..n]) ≥
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LCP(w[1..j′]R, w[i..n]). Once si and fi computed, we set B[i] = si if LCP(w[1..si]
R, w[i..n]) ≥

LCP(w[1..fi]
R, w[i..n]); we set B[i] = fi, otherwise. So, in order to compute, for some i, the value

B[i], that determines LPrF g,G[i], we first compute fi and si.
We compute for all the indices i ∈ Ik, considered in increasing order, the values fi. We consider

for each i ∈ Ik the interval J ′i and note that J ′i \ J ′i+1 = {i − G}, and, if J ′i is not a singleton (i.e.,
J ′i 6= {i − G}) then J ′i+1 ⊂ J ′i . If J ′i is a singleton, than J ′i+1 is, in fact, one of the precomputed range
Ip, namely the one which starts on position i+ 1−G (so, p = i−G

δ ).
These relations suggest the following approach. We start with i = kδ+ 1 and consider the set of words

w[1..j]R with j ∈ J ′i ; this set can be easily obtained in O(δ) time by finding first the range J1 in which
i−G is contained (which takes O(1) time, as J1 = Ip for p =

⌊
i−G
δ

⌋
), and then selecting from J1 of the

set of prefixes w[1..d] of w, ending in J1 with d ≥ i−G (ordered lexicographically with respect to their
mirror image). The ranks corresponding to these prefixes in the ordered list L (i.e., the set of numbers
RankR[d]) define a partition of the universe U = [0, 2n + 1) in at most δ + 2 disjoint intervals. So, we
can maintain an interval union-find data structures like in Remark 4, where the ranks are seen as limits
of the intervals in this structure. We assume that the intervals in our data structure are of the form [a, b),
with a and b equal to some RankR[da] and RankR[db], respectively. The first interval in the structure is
of the form [0, a), while the last is of the form [b, 2n + 1). We now find the interval to which Rank[i]
belongs; say that this is [a, b). This means that the words w[1..da]R and w[1..db]

R are the two words
of {w[1..d]R | d ∈ J ′i} which are closest to w[i..n] lexicographically (w[1..da]R is lexicographically
smaller, w[1..db] is greater). Clearly, fi = da if LCP(w[1..da]R, w[i..n]) ≥ LCP(w[1..db]

R, w[i..n])
and fi = db, otherwise (in case of a tie, we take fi to be the greater of da and db). So, to compute fi we
query once the union-find data structure to find a and b, and the corresponding da and db, and then run
two more LCP queries.

When moving on to compute fi+1, we just have to update our structure and then run the same procedure.
Now, i−G is no longer a valid candidate for fi+1, and it is removed from J ′i . So we just delete it from the
interval union-find data structure, and merge the interval ending right before RankR[i − G] and the one
starting with RankR[i − G]. This means one union operation in our interval union-find structure. Then
we proceed to compute fi+1 as in the case of fi.

The process continues until J ′i is a singleton, so fi equals its single element.
Now, i − G is the last element of one of the ranges J1, J2, or J3; assume this range is Ip. So far, we

performed alternatively at most δ find queries and δ union operations on the union-find structure. Now,
instead of updating this structure, we consider a new interval partition of [0, 2n+ 1) induced by the ranks
of the δ prefixes ending in Ip+1. When computing the values fi for i ∈ Ik we need to consider a new
partition of U at most once: at the border between J1 and J2.

It is not hard to see from the comments made in the above presentation that our algorithm computes
fi ∈ Ik correctly. In summary, in order to compute fi, we considered the elements i ∈ Ik from left to
right, keeping track of the left part J ′i of the window J ′i ∪ J ′′i while it moved from left to right through the
ranges J1, J2 and J3. Now, to compute the values si for i ∈ Ik, we proceed in a symmetric manner: we
consider the values i in decreasing order, moving the window from right to left, and keep track of its right
part J ′′i .

As already explained, by knowing the values fi and si for all i ∈ Ik and for all k, we immediately get
B[i] (and, consequently LPrF g,G[i]) for all i.

We now evaluate the running time of our approach. We can compute, in O(n) time, from the very
beginning of our algorithm the partitions of [1, 2n − 1) we need to process (basically, for each Ik we
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find J1, J2 and J3 in constant time, and we get the three initial partitions we have to process in O(δ)
time), and we also know the union-operations and find-queries that we will need to perform for each such
partition (as we know the order in which the prefixes are taken out of the window, so the order in which
the intervals are merged). In total we have O(n/δ) partitions, each having initially δ + 2 intervals, and
on each we perform δ find-queries and δ-union operations. So, by Remark 4, we can preprocess this data
(once, at the beginning of the algorithm) inO(n) time, to be sure that the time needed to obtain the correct
answers to all the find queries is O(n). So, the total time needed to compute the values fi for all i ∈ Ik
and for all k isO(n). Similarly, the total time needed to compute the values si for all i isO(n). Then, for
each i we get B[i] and LPrF g,G[i] in O(1) time.

Therefore, Problem 1(a) can be solved in linear time. 2

Before giving the formal solution for Problem 1(b), we give a short intuitive description of how this
algorithm is different from the previous one. In this case, when trying to construct the repeat uvu with
the longest arm occurring at a certain position, we need to somehow restrict the range where its left
arm may occur. To this end, we restrict the length of the arm, and, consequently, search for u with
2k ≤ |u| ≤ 2k+1, for each k ≤ log n. Such a factor always start with w[i+ 1..i+ 2k] and may only occur
in the factor w[i−G− 2k+1..i− g]. If 2k ≥ G− g, using the dictionary of basic factors data structures
(from Crochemore and Rytter (1991)) and the results by Kociumaka et al. (2012), we get a constant size
representation of the occurrences of w[i+ 1..i+ 2k] in that range (which are a constant number of times
longer than the searched factor), and then we detect which one of these occurrences produces the repeat
uvu with the longest arm. If 2k < G − g, we use roughly the same strategy to find the repeat uvu with
the longest arm and u starting in a range of radius 2k+1 centred around i−G or in a range of length 2k+1

ending on i− g (again, these ranges are just a constant number of times longer than the searched factor).
To detect a repeat starting between i−G+ 2k+1 and i− g − 2k+1 we use the strategy from the solution
of Problem 1(a); in that case, we just have to return the longest common prefix of w[i..n] and the words
w[j..n] with i − G + 2k+1 ≤ j ≤ i − g − 2k+1. Overall, this approach can be implemented to work in
O(n log n) time.

Theorem 2 Problem 1(b) can be solved in O(n log n) time.

Proof: For 1 ≤ i ≤ n, letB[i] denote the value j such thatw[j..j+LPF g,G[i]−1] = w[i..i+LPF g,G[i]−
1] and g < i− (j+LPF g,G[i]− 1) ≤ G. In other words, to define B[i], let u be the longest factor which
is both a prefix of w[i..n] and a suffix of some w[1..k] with g < i − k ≤ G; then, B[i] is the rightmost
position j such that g < i − (j + |u| − 1) ≤ G and u is a suffix of w[1..j + |u| − 1]. Clearly, knowing
B[i] means knowing LPrF g,G[i].

Intuitively, computing B[i] is harder in this case than it was in the case of the solution of Problem 1(a).
Now we have no real information where B[i] might be, we just know the range of w where the longest
factor that occurs both at B[i] and at i ends. So, to determine B[i] we try different variants for the length
of this factor, and see which one leads to the right answer.

Let δ = G− g and k0 = blog δc; assume w.l.o.g. that n is divisible by δ.
As already noted, the solution used in the case of gapped palindromes in the proof of Theorem 1 does

not work anymore in this case: we do not know for a given i a range in which B[i] is found. So, we try to
restrict the places where B[i] can occur. We split our discussion in two cases.

In the first case, we try to find, for each i and each k ≥ k0, the factor uvu with the longest u, such that
the second u occurs at position i in w, 2k ≤ |u| < 2k+1 and g < |v| ≤ G. Clearly, u should start with the



14 Marius Dumitran, Paweł Gawrychowski, Florin Manea

Ik

i

i− gi−G

i−G− 2k+1

w[i..i+ 2k − 1]

w[i..i+ 2k − 1]

u

u

Fig. 3: Proof of Theorem 2: Occurrences of w[i..i + 2k − 1] inside w[i − G − 2k+1..i − g − 1]: one separate
occurrence, and a run containing three occurrences. The separate occurrence can be prolonged to produce a gapped
palindrome uvu, which is not, however, long enough as it does not reach the range between i − G and i − g. The
rightmost occurrence in the run produces the gapped repeat w[i..i + 2k − 1]v′w[i..i + 2k − 1], which fulfils the
conditions imposed on the gap.

basic factorw[i..i+2k−1], and the left arm u in the factor uvuwe look for should have its prefix of length
2k (so, a factor equal to the basic factor w[i..i+2k−1]) contained in the factor w[i−G−2k+1..i−g−1],
whose length is G− g + 2k+1 ≤ 2k0+1 + 2k+1 − 1 ≤ 2k+2 − 1 ≤ 4 · 2k.
So, by Remark 1, using the dictionary of basic factors we can retrieve a compact representation of the oc-
currences of w[i..i+ 2k− 1] in w[i−G− 2k+1..i− g− 1]: these consist in a constant number of isolated
occurrences and a constant number of runs. For each of the isolated occurrences w[j′..j′ + 2k − 1] we
compute LCP(j′, i) and this gives us a possible candidate for u; we measure the gap between the two
occurrences of u (the one at j′ and the one at i) and if it is between smaller than G, we store this u as a
possible solution to our problem (we might have to cut a suffix of u so that the gap is also longer than g).
Further, each of the runs has the form pαp′, where |p| is the period of w[i..i+ 2k − 1] and p′ is a prefix of
p (which varies from run to run); such a run cannot be extended to the right: either the period breaks, or it
would go out of the factor w[i−G−2k+1..i−g−1]. Using a LCP query we find the longest factor pβp′′

with period |p|, occurring at position i. For a run pαp′, the longest candidate for the first u of the factor
uvu we look for starts with pγp′′′ where γ = min{α, β} and p′′′ is the shortest of p′ and p′′; if p′ = p′′,
then this factor is extended with the longest factor that occurs both after the current run and after pβp′′

and does not overlaps the minimal gap (i.e., end at least g symbols before i). This gives us a candidate
for the factor u we look for (provided that the gap between the two candidates for u we found is not too
large). In the end, we just take the longest of the candidates we identified (in case of ties, we take the one
that starts on the rightmost position), and this gives the factor uvu with the longest u, such that the second
u occurs at position i in w, 2k ≤ |u| < 2k+1 and g < |v| ≤ G.

Iterating this process for all k and i as above, we obtain for each i the factor uvu with the longest u,
such that the second u occurs at position i in w, 2k0 ≤ |u| and g < |v| ≤ G. By Remark 1, the time
spent in this computation for some i and k is constant, so the overall time used in the above computation
isO(n log n). Clearly, if for some i we found such a factor u, then this gives us both B[i] and LPF g,G[i];
if not, we continue as follows.

In the second case, we try to identify for each i the factor uvu with the longest u, such that the second u
factor occurs at position i in w, u < 2k0 and g < |v| ≤ G. Again, we consider each k ≤ k0−1 separately
and split the discussion in three cases.

Firstly, for each i, we find the factor uvu with the longest u, such that the second u occurs at position
i in w, 2k ≤ u < 2k+1, g < |v| ≤ G, and the first u has its prefix of length 2k in the factor w[i − G −
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2k+1..i−G+2k], whose length is 2k +2k+1 +1 ≤ 4 ·2k. This can be done similarly to the above (report
all the occurrences of w[i..i + 2k − 1] in that range, and try to extend them to get u); for all i and all k
takes O(n log δ) time.

Secondly, for each i, we find the factor uvu with the longest u, such that the second u occurs at
position i in w, 2k ≤ u < 2k+1, g < |v| ≤ G, and the first u has its prefix of length 2k in the factor
w[i− g− 2k+1..i− g− 1], whose length is 2k+1. Again, this can be done like above, and for all i and all
k takes O(n log δ) time.

The third and more complicated subcase is when the first u starts in the factorw[i−G..i−g−2k+1−1],
of length δk = δ − 2k+1. Let gk = g + 2k+1 + 1; obviously, δk = G− gk. Note that, in this case, every
factor of length at most 2k+1 starting inw[i−G..i−g−2k+1−1] ends before i−g, so it is a valid candidate
for the u we look for. In this case we can follow the algorithm from the proof of Theorem 1. We split the
set {1, . . . , n} into ranges of consecutive numbers: I0 = {1, 2, . . . , δk}, I1 = {δk + 1, δk + 2, . . . , 2δk},
and so on. For some I` = {`δk + 1, . . . , (` + 1)δk}, considering all i ∈ I` there are three consecutive
ranges from the ones defined above, where the first u of the factor uvu we look for may occur. The first
(leftmost, with respect to its starting position) such range is the one containing `δk −G, and let us denote
it J1; the last one (rightmost) is the one that contains (`+ 1)δk − gk − 1, and we denote it by J3. Clearly,
between the ranges containing `δk−G and (`+ 1)δk− gk−1, respectively, there is exactly one complete
range, call it J2.

Moreover, for a precise i ∈ I` the possible starting positions of the left arm u of the repeat uvu of the
type we are searching for (i.e., with the gap between g and G), with the second u starting on i, form a
contiguous range J ′i ∪ J ′′i where J ′i is an interval starting with i − G and extending until the end of the
range Jp that contains i−G, and J ′′i is an interval ending with i−gk−1, contained in Jp+1 (when p < 3).
Like before, J ′i ∪J ′′i can be seen as the content of a window that slides through J1, J2, J3 while searching
for B[i]. We denote by fi the position of J ′i such that LCP (fi, i) is maximum among all such positions;
we denote by si the position of J ′′i such that LCP (si, i) is maximum among all such positions. Then we
just have to check where, at fi or si, occurs a longer factor that also occurs at i. We just explain how to
compute fi.

We start with i = `δk + 1 and consider the set of words w[j..n] with j ∈ J ′i ; this set can be easily
obtained in O(δ) time by finding first the range J1 in which i − G is contained and then selecting from
J1 of the set of words w[d..n] of w starting in J1 with d ≥ i − G (ordered lexicographically). The
ranks corresponding to these suffixes in the suffix array of w (i.e., the set of numbers Rank[d]) define
a partition of the universe U = [0, n + 1) in at most δk + 2 disjoint intervals. So, we can maintain an
interval union-find data structures like in Remark 4, where the ranks are seen as limits of the intervals
in this structure. We assume that the intervals in our data structure are of the form [a, b), with a and b
integers that are equal to some Rank[da] and Rank[db]. The first interval in the structure is of the form
[0, a), while the last is of the form [b, n+ 1). Recall that we want to compute fi. To this end, we just have
to find the interval to which Rank[i] belongs; say that this is [a, b). This means that the words w[da..n]
and w[db..n] are the two words of the set {w[d..n] | d ∈ J ′i} which are closest to w[i..n] lexicographically
(w[da..n] is lexicographically smaller, while w[db..n] is lexicographically greater). Clearly, fi = da if
LCP(da, i) ≥ LCP(db, i) and fi = db, otherwise (in case of a tie, we take da if db < da, and db
otherwise). So, to compute fi we have to query once the union-find data structure to find a and b, and the
corresponding da and db, and then compute the answer to two LCP queries.

When moving on to compute fi+1, we just have to update our structure. In this case, i − G is no
longer a valid candidate for fi+1, as it should be removed from J ′i . So we just delete it from the interval
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union-find data structure, and merge the interval ending right before Rank[i − G] and the one starting
with Rank[i−G]. This means one union operation in our interval union-find structure. Then we proceed
to compute fi+1 just in the same manner as in the case of fi.

The process continues in this way until we try to compute fi for J ′i being a singleton. This means
that i − G is the last element of one of the ranges J1, J2, or J3; let us assume that this range is Ip from
the ranges defined above. Clearly, this time fi is the single element of J ′i . Until now, we performed
alternatively at most δk find operations and δk union operations on the union-find data structure. Further,
instead of updating the union-find data structure, we consider a new interval partition of [0, n+1) induced
by the ranks of the δk suffixes starting in Ip+1. Note that when computing the values fi for i ∈ I` we
need to consider a new partition of U once: at the border between J1 and J2.

Now, by the same arguments as in the proof for gapped palindromes, the process takes O(n) in total
for all intervals I` (so, when we iterate `), for each k. In this way we find the factor uvu with the longest
u, such that the second u occurs at position i in w, 2k ≤ u < 2k+1, g < |v| ≤ G, and the first u starts in
w[i −G..i − g − 2k+1 − 1]. Iterating for all k, we complete the computation of B[i] and LPF g,G[i] for
all i; the needed time is O(n log δ) in this case.

Considering the three cases above leads to finding for each i the factor uvu with the longest u, such that
the second u factor occurs at position i in w, u < 2k0 and g < |v| ≤ G. The complexity of this analysis
is O(n log δ). After concluding this, we get the value B[i] for each i. Therefore, the entire process of
computing B[i] and LPF g,G[i] for all i takes O(n log n) time. 2

We conclude this section with the following consequence of Theorems 1 and 2.

Theorem 3 Given w of length n and two integers g and G, such that 0 ≤ g < G ≤ n, we can find in
linear time the gapped palindrome uRvu occurring in that word with the longest arm u and g ≤ |v| < G.
Given w of length n and two integers g and G, such that 0 ≤ g < G ≤ n, we can find in O(n log n) time
the gapped repeat uvu occurring in that word with the longest arm u and g ≤ |v| < G.

Proof: It is immediate that, after solving Problem 1 for the word w, we just have to check which is the
longest gapped palindrome (respectively, repeat) stored in the arrayLPrFg,G[·] (respectively, LPF g,G[·]).
2

4 Lower bounded gap
To solve Problem 2(a) we need to find, for some position i of w, the factor w[1..j]R with j ≤ i− g(i) that
occurs closest to w[1..i] in the lexicographically ordered list L of all the suffixes w[k..n] of w and of the
mirror images w[1..k]R of its prefixes. In the following we show how to do this for all i in O(n) time, by
reducing it to answering n find queries in an extended interval union-find data structure.

Theorem 4 Problem 2(a) can be solved in linear time.

Proof: In a preprocessing step of our algorithm, we produce the suffix array ofw0wR and the lexicograph-
ically ordered list L of the suffixes of w[i..n] of w and of the mirror images w[1..i]R of the prefixes of w
(which correspond to the suffixes of wR). For the list L we compute the arrays Rank[·] and RankR[·].

We first want to find, for each i, the prefixw[1..j], such that i−j > g(i), w[1..j]R occurs beforew[i..n]
inL (i.e.,RankR[j] < Rank[i]), and the length of the common prefix ofw[1..j]R andw[i..n] is greater or
equal to the length of the common prefix of w[1..j′]R and w[i..n] for j′ such that RankR[j′] < Rank[i];
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for the prefix w[1..j] as above, the length of the common prefix of w[1..j]R and w[i..n] is denoted by
LPrF<g [i], while B<[i] denotes j. If w[i..n] has no common prefix with any factor w[1..j]R with i− j >
g(i) and RankR[j] < Rank[i], then LPrF<g [i] = 0 and B<[i] is not defined; as a convention, we set
B<[i] to −1

Afterwards, we compute for each i the prefix w[1..j], such that i − j > g(i), w[1..j]R occurs after
w[i..n] in L (i.e., RankR[j] > Rank[i]), and the length of the common prefix of w[1..j]R and w[i..n] is
greater or equal to the length of the common prefix of w[1..j′]R and w[i..n] for j′ such that RankR[j′] >
Rank[i]; for the prefix w[1..j] as above, the length of the common prefix of w[1..j]R and w[i..n] is
denoted by LPrF>g [i], while B>[i] denotes j. Clearly, LPrF g[i] = max{LPrF<g [i],LPrF>g [i]}. If
w[i..n] has no common prefix with any factor w[1..j]R with i− j > g(i) and RankR[j] > Rank[i], then
LPrF>g [i] = 0 and B>[i] is set to −1

For simplicity, we just present an algorithm computing LPrF<g [·] and B<[·]. The computation of
LPrF>g [·] is performed in a similar way.

The main idea behind the computation of LPrF<g [i], for some 1 ≤ i ≤ n, is that if w[1..j1] and
w[1..j2] are such that RankR[j2] < RankR[j1] < Rank[i] and j1 < j2 < i then definitely B<[i] 6= j2.
Indeed, LCP(w[1..j2]R, w[i..n]) < LCP(w[1..j1]R, w[i..n]), and, moreover, i − j2 < i − j1. So, if
i − j2 > g(i) then also i − j1 > g(i), and it follows that LPrF<g [i] ≥ LCP(w[1..j1]R, w[i..n]) >

LCP(w[1..j2]R, w[i..n]), so B<[i] cannot be j2. This suggests that we could try to construct for each i
an ordered list Ai of all the integers j ≤ n such that RankR[j] < i and moreover, if j1 and j2 are in Ai
and j1 < j2 then also RankR[j1] < RankR[j2].

Now we describe how to implement this. Let us now consider i1 and i2 which occur on consecutive
positions of the suffix array of w, such that Rank[i1] < Rank[i2]. The list Ai2 can be obtained from
Ai1 as follows. We consider one by one, in the order they appear in RankR[·], the integers j such that
Rank[i1] < RankR[j] < Rank[i2], and for each of them update a temporary list A, which initially
is equal to Ai1 . When a certain j is considered, we delete from the right end of the list A (where A
is ordered increasingly from left to right) all the values j′ > j; then we insert j in A. When there are
no more indices j that we need to consider, we set Ai2 to be equal to A. It is clear that the list Ai2 is
computed correctly.

Now, for each i we need to compute the greatest j ∈ Ai such that j < i − g(i). As Ai is ordered
increasingly, we could obtain j by performing a predecessor search on Ai (that is, binary searching the
greatest j of the list, which is smaller than i − g(i)), immediately after we computed it, and save the
answer in B<[i]. However, this would be inefficient. Before proceeding, we note that if we compute the
lists Ai for the integers i in the order they appear in the suffix array of w, then it is clear that the time
needed to compute all these lists is linear. Indeed, each j ≤ n is introduced exactly once in the temporary
list, and then deleted exactly once from it. Doing the above mentioned binary searches would add up to a
total of O(n log n). We can do better than that.

Now we have reduced the original problem to a data-structures problem. We have to maintain an
increasingly ordered (from left to right) list A of numbers (at most n, in the range {1, . . . , 2n}, each two
different), subject to the following update and query operations. This list can be updated by the following
procedure: we are given a number j, we delete from the right end of A all the numbers greater than j,
then we append j to A. By this update, the list remains increasingly ordered. The following queries can
be asked: for a given `, which is the rightmost number of A, smaller than `? We want to maintain this
list while n updates are executed, and n queries are asked at different moments of time. Ideally, the total
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time we can spend in processing the list during all the updates should be O(n), and, after all the updates
are processed, we should be able to provide in O(n) time the correct answer for all the queries (i.e., if a
certain query was asked after k update operations were performed on the list, we should return the answer
to the query with respect to the state of the list after those k update operations were completed).

Next we describe our solution to this problem.
We use a dynamic tree data-structure to maintain the different stages of A. Initially, the tree contains

only one path: the root 0 and the leaf 2n+ 1. When an update is processed, in which a number j is added
to the list, we go up the rightmost path of the tree (from leaf to root) until we find a node with a value
smaller than j. Then j becomes the rightmost child of that node (i.e., j is a leaf). Basically, the rightmost
path of a tree after k updates contains the elements of A after those k updates, preceded by 0. When a
query is asked we associate that query with the leaf corresponding to the rightmost leaf of the tree at that
moment. In this way, we will be able to identify, after all updates were processed, the contents of the list
at the moments of time the queries were, respectively, asked: we just have to traverse the path from the
node of the tree associated to that query (this node was a leaf when the query is asked, but after all the
updates were processed might have become an internal node) to the root.

The tree can be clearly constructed in linear time: each node is inserted once on the rightmost tree, and
it disappears from this rightmost tree (and will not be reinserted there) when a smaller value is inserted in
the tree.

In this new setting, the queries can be interpreted as weighted level ancestor queries on the nodes of
the constructed tree (where the weight of an edge is the difference between the two nodes bounding it).
Considering that the size of the tree is O(n), all weights are also O(n), there are O(n) queries, and these
queries are to be answered off-line, it follows (see Remark 3) that we can return the answers to all these
queries in O(n) time.

This completes the linear solution to our problem. 2

To solve Problem 2(b) we use the following lemma.

Lemma 6 Given a word w, let L[i] = min{j | j < i,LCP(j, i) ≥ LCP(k, i) for all k < i}. The array
L[·] can be computed in linear time.

Proof: We first produce the suffix array of w. We denote by Rank[i] the position of w[i..n] in the suffix
array of w.

We first want to find, for each i, the suffixw[j..n], such that j < i is minimum withRank[j] < Rank[i]
and LCP(j, i) ≥ LCP(j′, i) for all j′ < i such thatRank[j′] < Rank[i]. For the suffix w[j..n] as above,
let B<[i] = j. If no such j exists, we set B<[i] = −1.

Similarly, we compute, for each i, the suffix w[j..n], such that j < i is minimum with Rank[j] >
Rank[i] and LCP(j, i) ≥ LCP(j′, i) for all j′ < i such that Rank[j′] > Rank[i]. For the suffix w[j..n]
as above, let B>[i] = j. Again, if no such j exists, we set B>[i] = −1.

For simplicity, we just present an algorithm computing B<[·]. The computation of B>[·] is per-
formed in a similar way. Then, L[i] = B>[i] if LCP(B>[i], i) > LCP(B<[i], i) or LCP(B>[i], i) =
LCP(B<[i], i) and B>[i] > B<[i]; similarly, L[i] = B<[i] if LCP(B>[i], i) < LCP(B<[i], i) or
LCP(B>[i], i) = LCP(B<[i], i) and B>[i] < B<[i].

The main idea behind the computation of B<[i], for some 1 ≤ i ≤ n, is that if w[j1..n] and w[j2..n]
are such that RankR[j2] < RankR[j1] < Rank[i] and j1 < j2 < i then definitely B<[i] 6= j2. In-
deed, LCP(j2, i) ≤ LCP(j1, i), and, moreover, j2 > j1, so j1 is a better candidate than j2 for B<[i].
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This suggests that we should construct for each i an ordered list Ai of all the integers j ≤ n such that
RankR[j] < i and moreover, if j1 and j2 are in Ai and j1 < j2 then also RankR[j1] < RankR[j2]. If j′

is on top of Ai, then B[i] is just the minimum j of Ai such that LCP(j, i) = LCP(j′, i).
Let us now consider i1 and i2 which occur on consecutive positions of the suffix array of w, such that

Rank[i1] < Rank[i2]. Assume that we already computed B[i1]. The list Ai2 can be obtained from
Ai1 by deleting from the right end of the list Ai1 (where Ai1 is ordered increasingly from left to right)
all the values j > i1. Also, to compute B[i2] more efficiently, we also delete all the values of Ai1 that
are greater than B[i1]. Indeed, for some k > B[i1] we have that LCP(B[i], i1) = LCP(B[i], i2) and
LCP(k, i1) = LCP(k, i2), so B[i1] is a better candidate for B[i2] than k. Afterwards, we insert i1 in the
updated list Ai1 , to obtain a list Ai2 from which B[i2] can be computed. Clearly, this entire process takes
linear time, and leads to a correct computation of B<[·].

Afterwards, we compute B>[·] similarly, and get L[·] in linear time. 2

Another lemma shows how the computation of the array LPF g[·] can be connected to that of the array
L[·]. For an easier presentation, let B[i] denote the leftmost starting position of the longest factor xi that
occurs both at position i and at a position j such that j + |xi| ≤ i − g(i); if there is no such factor xi,
then B[i] = −1. In other words, the length of the factor xi occurring at position B[i] gives us LPF g[i].
In fact, LPF g[i] = min{LCP(B[i], i), i− g(i)−B[i]}.

Now, let L1[i] = L[i] and Lk[i] = L[Lk−1[i], for k ≥ 2; also, we define
L+[i] = {L[i], L[L[i]], L[L[L[i]]], . . .}.

The following lemma shows the important fact that B[i] can be obtained just by looking at the values
of L+[i]. More precisely, B[i] equals Lk[i], where k is obtained by looking at the values Lj [i] ≤ i− g(i)
and taking the one such that the factor starting on it and ending on i − g(i) − 1 has a maximal common
prefix with w[i..n]. Afterwards, Theorem 5 shows that this check can be done in linear time for all i, thus
solving optimally Problem 2.

Lemma 7 For a word w of length n and all 1 ≤ i ≤ n such that B[i] 6= −1, we have that B[i] ∈ L+[i].

Proof: Let us assume, for the sake of a contradiction, that B[i] = j /∈ L+[i]. This means that j < i−g(i)
and min{LCP(j, i), i − g(i) − j} ≥ min{LCP(j′, i), i − g(i) − j′} for all j′ < i − g(i). We further
consider two simple cases.

In the first case, there is j′ < j such that j′ ∈ L+[i]; take j′ to be the greatest number less than j
that belongs to L+[i]. Then, it is clear that the longest factor that occurs both at j′ and at i ends before
i−g(i)−1. Otherwise, we would have min{LCP(j, i), i−g(i)−j} ≤ i−g(i)−j < min{LCP(j′, i), i−
g(i) − j′} = i − g(i) − j′, so we would have B[i] = j′, a contradiction. So, it follows immediately,
that LCP(j, i) > LCP(j′, i). Now, if j′ = Lk[i] (that is L[L[. . . L[i] . . .]], where L is applied k times on
i), then there exists k′ < k such that j′′ = Lk

′
[i] > j and LCP(j′′, i) > LCP(j′, i) and LCP(j′, i) =

LCP(L[j′′], i). Clearly, this means that j occurs in the suffix array of w closer to the suffix w[i..n] than
the suffix w[L[j′′]..n], but farther than the suffix w[j′′..n]. So, LCP(j, j′′) > LCP(L[j′′], j), which is
a contradiction to the definition of L[j′′]. In conclusion, we cannot have that there is j′ < j such that
j′ ∈ L+[i].

Now, assume that there is no j′ < j such that j′ ∈ L+[i]. As j /∈ L+[i], this leads immediately to
a contradiction. Since B[i] 6= −1, we have that the suffix starting at position j has at least the prefix of
length one common with all the factors starting at positions from L+[i]. Therefore, at least one element
from L+[i] should be less or equal to j. This concludes our proof. 2
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i− g(i)

L[i]L2[i]L3[i]

LPF (i, L[i])

LPF (i, L2[i])

LPF (i, L3[i])
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u

Fig. 4: Proof of Theorem 5: We measure the length of the common prefix between each factor starting on Lk[i] and
ending on i − g(i) and the suffix w[i..n]. The starting position of the factor that produces the longest such common
prefix is B[i]. Also, this longest common prefix defines the arm u of the gapped repeat uvu.

Theorem 5 Problem 2(b) can be solved in linear time.

Proof: The main idea in this proof is that, to compute LPF g[i], it is enough to check the elements
j ∈ L+[i] with j ≤ i − g(i), and choose from them the one for which min{LCP(j, i), i − g(i) − j} is
maximum; this maximum will be the value we look for. In the following, we show how we can obtain
these values efficiently.

First, if j = L[i] for some i, we define the value end[j] = k ≤ LCP(L[j], i), where |w[j..k]| ≤
min{LCP(L[j], i), k − L[j]}. Basically, for each position k′ ≤ k, the longest factor x starting at L[j]
and ending on k′ which also occurs at position i is longer than any factor starting on position j and ending
on k′ which also occurs at position i. Now we note that if j ∈ L+[i] is the greatest element of this set
such that end[j] ≤ i − g(i) − 1, then LPF g[i] = min{LCP(j, i), i − g(i) − j}. Clearly, end[j] can be
computed in constant time for each j.

To be able to retrieve efficiently for some i the greatest element of this set such that end[j] ≤ i−g(i)−1
we proceed as follows.

First we define a disjoint-set union-find data structure on the universe U = [1, n+ 1), where the unions
can be only performed between the set containing i and that containing L[i], for all i. Initially, each
number between 1 and n is a singleton set in this structure. Moreover, our structure fulfils the conditions
that the efficient union-find data structure of Gabow and Tarjan (1983) should fulfil: the unions we make
form a tree.

Further, we sort in linear time the numbers i − g(i), for all i; we also sort in linear time the numbers
end[k] for all k ≤ n. We now traverse the numbers from n to 1, in decreasing order. When we reach
position j we check whether j equals end[k] for some k; if yes, we unite the set containing k with the
set containing end[k] for all k such that end[k] = j. Then, if j = i − g(i) for some i, we just have to
return the minimum of the set containing i; this value gives exactly the greatest element j ∈ L+[i] such
that end[j] ≤ i − g(i) − 1. So, as described above, we can obtain from it the value of LPF g[i]. The
computation of this array follows from the previous remarks.

To evaluate the complexity of our approach, note that we do O(n) union operations and O(n) find
queries on the union-find data structure. By the results of Gabow and Tarjan (1983), the time needed to
construct the union-find data structure and perform these operations on it is also O(n). From every find
query we get in constant time the value of a element LPF g[i]. So the solution of Problem 2 is linear. 2
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Just like in the previous section, the following consequence of the previous two theorems is immediate.

Theorem 6 Given w of length n and the values g(1), . . . , g(n) of g : {1, . . . , n} → {1, . . . , n}, we can
find in linear time the gapped palindrome (or repeat) uRvu (respectively, uvu) occurring in w, with the
longest arm u, such that if its right arm starts on position i then |v| ≥ g(i).

5 α-gapped Repeats and Palindromes
Recall that an α-gapped palindrome (respectively, repeat) w[i..j]vw[i′..j′] is called maximal if the arms
cannot be extended to the right or to the left: neither w[i..j+1]v′w[i′−1..j′] nor w[i−1..j]vw[i′..j′+1]
(respectively, neither w[i..j + 1]v′w[i′..j′ + 1] nor w[i− 1..j]v′′w[i′ − 1..j′]) are α-gapped palindromes
(respectively, repeats). Gawrychowski and Manea (2015) defined algorithms that find the longest α-
gapped palindromes and repeats in O(αn) time; these algorithms do not compute the set of all α-gapped
palindromes or repeats, but just the ones with the longest arms. We present them below.

We first consider the case of α-gapped repeats.

Theorem 7 Given a wordw of length n and an integer α ≤ n, the longest α-gapped repeat uvu contained
in w can be found in O(αn) time.

Proof: Informally, our approach works as follows (see also Figure 5). For each k, we try to find the
longest α-gapped repeat u1vu2 = uvu, with u1 = u2 = u, and 2k+1 log n ≤ |u| ≤ 2k+2 log n. In each
such repeat, the right arm u2 must contain a factor (called k-block) z, of length 2k log n, starting on a
position of the form j2k log n + 1. So, we try each such factor z, fixing in this way a range of the input
word where u2 could appear. Now, u1 must also contain a copy of z. However, it is not mandatory that this
copy of z occurs nicely aligned to its original occurrence; that is, the copy of z does not necessarily occur
on a position of the form i log n + 1. But, it is not hard to see that z has a factor y of length 2k−1 log n,
starting in its first log n positions and whose corresponding occurrence in u1 starts on a position of the
form i log n + 1. Further, we can use the fact that u1vu2 is α-gapped and apply Lemma 1 to a suitable
encoding of the input word to locate in constant time for each y starting in the first log n positions of z
all possible occurrences of y on a position of the form i log n + 1, occurring not more than (8α + 2)|y|
positions to the left of z. Intuitively, each occurrence of y found in this way fixes a range where u1 might
occur in w, such that u1vu2 is α-gapped. So, around each such occurrence of y (supposedly, in the range
corresponding to u1) and around the y from the original occurrence of z we try to effectively construct
the arms u1 and u2, respectively, and see if we really get an α-gapped repeat. In the end, we just return
the longest repeat we obtained, going through all the possible choices for z and the corresponding y’s. We
describe in the following an O(αn) time implementation of this approach.

The first step of the algorithm is to construct a word w′, of length n
logn , whose symbols, called blocks,

encode log n consecutive symbols of w grouped together. Basically, now we have two versions of the
word w: the original one, and the one where it is split in blocks. Clearly, the blocks can be encoded into
numbers between 1 and n in linear time. Indeed, we produce the suffix array of w, and group together the
suffixes that share a common prefix of length log n. Then, we label (injectively) the groups obtained in
this way with numbers between 1 and n. Finally, a block is encoded as the label of the suffix that starts
with that block. Consequently, we can construct in O(n) time the suffix arrays and LCP -data structures
for both w and w′. We can also build in O(n) time the data structures of Lemma 1 for the word w′.

Now, we try to find the longest α-gapped repeat u1vu2 = uvu of w, with u1 = u2 = u, and
2k+1 log n ≤ |u| ≤ 2k+2 log n, for each k ≥ 1 if α > log n or k ≥ log logn, otherwise. Let us consider
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y z

u uv

Fig. 5: Proof of Theorem 7: Segment of w, split into blocks of length logn. In this segment, z is a k-block of
length 2k logn. For each factor y, of length 2k−1 logn, occurring in the first logn symbols of z (not necessarily
a sequence of blocks), we find the occurrences of y that correspond to sequences of 2k−1 blocks, and start at most
(8α + 2)|y| = (4α + 1) · 2k logn symbols (or, alternatively, (4α + 1) · 2k blocks) to the left of the considered z.
These y factors may appear as runs or as separate occurrences. Some of them can be extended to form an α-gapped
repeat u1vu2 = uvu such that the respective occurrence of y has the same offset in u1 as the initial y in u2.

now one such k. We split again the word w, this time in factors of length 2k log n, called k-blocks. For
simplicity, assume that each split is exact.

Clearly, if an α-gapped repeat u1vu2 like above exists, then u2 contains at least one of the k-blocks.
Consider such a k-block z and assume it is the leftmost k-block of u2. On the other hand, u1 contains
at least 2k+1 − 1 consecutive blocks from w′, so there should be a factor y of w corresponding to 2k−1

of these (2k+1 − 1) blocks which is also a factor of z, and starts on one of the first log n positions of z.
Now, for each k-block z and each y, with |y| = 2k−1 log n and starting in its prefix of length log n, we
check whether there are occurrences of y inw ending before z that correspond to exactly 2k−1 consecutive
blocks of w′ (one of them should be the occurrence of y in u1); note that the occurrence of y in z may not
necessarily correspond to a group of 2k−1 consecutive blocks, but the one from u1 should. As u1vu2 is
α-gapped and |u1| ≤ 2k+2 log n, then the occurrence of y from u1 starts at most (4α+1)2k log n symbols
before z (as |u1v| ≤ α|u2| ≤ α2k+2 log n, and z occurs with an offset of at most 2k log n symbols in u2).
So, the block-encoding of the occurrence of the factor y from the left arm u1 should occur in a factor of
(4α+ 1)2k blocks of w′, to the left of the blocks corresponding to z.

For the current z and an y as above, we check whether there exists a factor y′ of w′ whose blocks
correspond to y, by binary searching the suffix array of w′ (using LCP -queries on w to compare the
factors of log n symbols of y and the blocks of w′, at each step of the search). If not, we try another
possible y. If yes, using Lemma 1 for w′, we retrieve (in O(log log |w′| + α) time) a representation of
the occurrences of y′ in the range of (4α+ 1)2k blocks of w′ occurring before the blocks of z; this range
corresponds to a range of length (4α+ 1)2k log n of w.

If y′ is aperiodic then there are only O(α) such occurrences. Each factor of w corresponding to one of
these occurrences might be the occurrence of y from u1, so we try to extend both the factor corresponding
to the respective occurrence of y′ from w′ and the factor y from z in a similar way to the left and right to
see whether we obtain the longest α-gapped repeat. If y′ is periodic (so, y is periodic as well), we know
that the representation of its occurrences consists of O(α) separate occurrences and O(α) runs in which
y′ occurs (see Preliminaries). The separate occurrences are treated as above. Each run r′ of w′ where y′

occurs is treated differently, depending on whether its corresponding run r from w (made of the blocks
corresponding to r′) supposedly starts inside u1, ends inside u1, or both starts and ends inside u1. We can
check each of these three cases separately, each time trying to establish a correspondence between r and
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the run containing the occurrence of y from z, which should also start, end, or both start or end inside u2,
respectively. Then we define u1 and u2 as the longest equal factors containing these matching runs on
matching positions. Hence, for each separate occurrence of y′ or run of such occurrences, we may find an
α-gapped repeat in w; we just store the longest. This whole process takes O(α) time.

If α > log n, we run this algorithm for all k ≥ 1 and find the longest α-gapped repeat uvu, with
4 log n ≤ |u|, in O(αn) time.

If α ≤ log n, we run this algorithm for all k ≥ log log n and find the longest α-gapped repeat uvu,
with 2log logn+1 log n ≤ |u|, in O(αn) time. If our algorithm did not find such a repeat, we should look
for α-gapped repeats with shorter arm. Now, |u| is upper bounded by 2log logn+1 log n = 2(log n)2, so
|uvu| ≤ `0, for `0 = α ·2(log n)2 +2(log n)2 = (2α+2)(log n)2. Such an α-gapped repeat uvu is, thus,
contained in (at least) one factor of length 2`0 of w, starting on a position of the form 1 +m`0 for m ≥ 0.
So, we take the factors w[1+m`0..(m+2)`0] of w, form ≥ 0, and apply for each such factor, separately,
the same strategy as above. As an important detail, before running the algorithm presented above, we first
encode the symbols ofw[1+m`0..(m+2)`0], which were numbers between 1 and n, to numbers between
1 and 2`0; again, this is done by looking at the suffix array of w, and it allows us to apply recursively the
algorithm described before. The total time needed to do that is O

(
α`0

n
`0

)
= O(αn). Hence, we found

the longest α-gapped repeats uvu, with 2log log(2`0)+1 log(2`0) ≤ |u|. If our search was still fruitless, we
need to search α-gapped repeats with |u| ≤ 2log log(2`0)+1 log(2`0) ≤ 16 log n (a rough estimation, based
on the fact that α ≤ log n).

So, in both cases, α > log n or α ≤ log n, it is enough to find the longest α-gapped repeats with
|u| ≤ 16 log n. The right arm u2 of such a repeat is contained in a factor w[m log n+ 1..(m+ 17) log n]
of w, while u1 surely occurs in a factor x = w[m log n− 16α log n+ 1..(m+ 17) log n] (or, if m log n−
16α log n + 1 ≤ 0, then in a factor x = w[1..(m + 17) log n]); in total, there are O(n/ log n) such x
factors. As before, we can process them in linear time in order to re-encode each of them as a word over
the alphabet consisting of numbers which are in O(αn). In each of these factors, we look for α-gapped
repeats u1vu2 = uvu with 2k+1 ≤ |u| ≤ 2k+2, where 0 ≤ k ≤ log log n+ 2 (the case |u| < 2 is trivial),
and u2 occurs in the suffix of length 17 log n of this factor. Moreover, u2 contains a factor y of the form
x[j2k + 1..(j + 1)2k]. Using Lemma 3 and Remark 2, for each such possible y occurring in the suffix of
length 17 log n of x, we assume it is the one contained in u2 and we produce inO(α) time a representation
of the O(α) occurrences of y in the factor of length (4α + 1)|y| preceding y. One of these should be the
occurrence of y from u1. Similarly to the previous cases, we check in O(α) time which is the longest
α-gapped repeat obtained by pairing one of these occurrences to y, and extending them similarly to the
left and right. The time needed for this is O(α log n) per each of the O( n

logn ) factors x defined above.
This adds up to an overall complexity of O(αn), again.

This was the last case we needed to consider. In conclusion, we can find the longest α-gapped repeat
uvu in O(αn) time. 2

Further we discuss the case of α-gapped palindromes.

Theorem 8 Given a word w of length n, the longest α-gapped palindrome uRvu contained in w can be
determined in O(αn) time.

Proof: Our approach is similar to the case of repeats, presented in the previous theorem. For each k, we
try to find the longest α-gapped palindrome uRvu, with 2k+1 log n ≤ |u| ≤ 2k+2 log n. In each such
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α-gapped palindrome, the right arm u must contain a factor z, of length 2k log n, starting on a position of
the form j2k log n+ 1. So, we try each such factor z, fixing in this way a range of the input word where
u could appear. Now, uR must contain a factor zR; however, it is not mandatory that this factor occurs
at a position of the form i log n + 1. But, just like before, it is not hard to see that z has a factor y, of
length 2k−1 log n, that starts in its first log n positions and whose corresponding occurrence yR from uR

should start on a position of the form i log n+ 1. Further, we can use the fact that uRvu is α-gapped and
apply Lemma 1 to an encoding of the input word to locate in constant time for each y starting in the first
log n positions of z all possible occurrences of yR on a position of the form i log n + 1, occurring not
more than (8α + 2)|y| positions to the left of z. Intuitively, each occurrence of y found in this way fixes
a range where uR might occur in w, such that uRvu is α-gapped. So, around each such occurrence of yR

(supposedly, in the range corresponding to uR) and around the y from z we try to effectively construct the
arms uR and u, respectively, and see if we get the longest α-gapped palindrome. This approach can be
implemented in O(αn) time, just like in the case of α-gapped repeats.

The first step of the algorithm is to construct a word w′, of length n
logn , whose symbols, called blocks,

encode log n consecutive symbols of w grouped together. Now we have two versions of the word w: the
original one, and the one made of blocks. As before, the blocks can be encoded as numbers between 1
and n in linear time. We construct in O(n) time the suffix arrays and LCP -data structures for both w and
w′, and we build in O(n) time the data structures of Lemma 1 for the word w′.

Considering the original word w, we find the α-gapped palindrome uRvu with 2k+1 log n ≤ |u| ≤
2k+2 log n, for each k ≥ log log n. To this end, we split again the word w, this time in factors of length
2k log n, called k-blocks. For simplicity, assume that each split we do is exact; to achieve this, we may
have to pad the word with a new symbol in a suitable manner.

If an α-gapped palindrome uRvu of the kind we search for exists, then u contains at least one of the
k-blocks. Consider such a k-block z and assume it is the leftmost k-block of u. On the other hand, uR

contains at least 2k+1 − 1 consecutive blocks from w′, so there should be a factor y of w with yR corre-
sponding to 2k−1 of these (2k+1 − 1) blocks such that y is a factor of z that starts on one of its first log n
positions. Now, for each k-block z and each y starting it its prefix of length log n, with |y| = 2k−1 log n,
we check whether there are occurrences of yR ending before z (one of them should be the occurrence
of yR in uR) that correspond to exactly 2k−1 consecutive blocks of w′. Note that the occurrence of y
in z may not necessarily correspond to a group of 2k−1 consecutive blocks, but the one of yR from uR

do. As uRvu is α-gapped and |uRv| ≤ α2k+2 log n, then the occurrence of yR from uR starts at most
(4α+1) ·2k log n symbols before z. So, the block-encoding of yR should occur in a factor of (4α+1) ·2k
blocks of w′, to the left of the blocks corresponding to z.

For the considered z and some y as above, by binary searching the suffix array of w′ (using LCP -
queries on the word wwR to compare the factors of log n symbols of yR and the blocks of w′, at each
step of the search), we check whether there exists a factor y′ of w′ whose blocks correspond to yR. If not,
we try another possible y. If yes, we continue. Using Lemma 1 for w′, we obtain a representation of the
occurrences of y′ in the range of (4α + 1) · 2k blocks of w′, occurring before the blocks that correspond
to z; note that this range corresponds to a range of length (4α+ 1) · 2k log n of w.

If y′ is aperiodic then there areO(α) such occurrences. Each factor corresponding to these occurrences
might be the occurrence of yR from uR, so we try to extend it and the y from z in a similar way to see
whether we obtain the longest α-gapped palindrome.

If y′ is periodic (so, y is periodic as well), the representation of its occurrences consists ofO(α) separate
occurrences andO(α) runs in which y′ occurs. The separate occurrences are treated as above. Each run r′
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Fig. 6: Proof of Theorem 8: Segment of w, split into blocks of length logn. In this segment, z is a k-block of
length 2k logn. For each factor y, of length 2k−1 logn, occurring in the first logn symbols of z (not necessarily a
sequence of blocks), we find the occurrences of yR that correspond to sequences of 2k−1 blocks, and start at most
(8α + 2)|y| = (4α + 1) · 2k logn symbols (or, alternatively, (4α + 1) · 2k blocks) to the left of the considered z.
These yR factors may appear as runs or as separate occurrences. Some of them can be extended to form an α-gapped
palindrome uRvu such that the respective occurrence of yR is the mirror image of the initial y in u2.

ofw′ where y′ occurs is treated differently, depending on whether its corresponding run r fromw (made of
the blocks corresponding to r′) supposedly starts inside uR, ends inside uR, or both starts and ends inside
uR. We can check all these three cases separately, each time trying to establish a correspondence between
r and the run containing the occurrence of y from z, which should also end, start, or both start or end
inside u, respectively. Then we define uR and u as the longest mirrored words containing these matching
runs on mirrored positions. In this way, for each separate occurrence of y′ or run of such occurrences,
we found a α-gapped palindrome in w; we just store the longest. This whole process takes O(1) time for
each run.

If α > log n, we run this algorithm for all k ≥ 1 and find the longest α-gapped palindrome uRvu, with
4 log n ≤ |u|, in O(αn) time.

If α ≤ log n, we run this algorithm for all k ≥ log log n and find the longest α-gapped palindrome
uRvu, with 2log logn+1 log n ≤ |u|, in O(αn) time. If our algorithm did not find such a palindrome, we
should look for α-gapped palindrome with shorter arm. The length of this arm, |u|, is now upper bounded
by 2log logn+1 log n = 2(log n)2, so |uRvu| ≤ `0, for `0 = α · 2(log n)2 + 2(log n)2 = (2α+ 2)(log n)2.
Such an α-gapped palindrome uRvu is, thus, contained in (at least) one factor of length 2`0 of w, starting
on a position of the form 1+m`0 form ≥ 0. So, we take the factorsw[1+m`0..(m+2)`0] of w, form ≥
0, and apply for each such factor, separately, the same strategy as above. As noted in the previous proof,
these words can be re-encoded in linear time as words over an alphabet of size O(log n). The total time
needed to do that is O

(
α`0

n
`0

)
= O(αn). Hence, we found the longest α-gapped palindromes uRvu,

with 2log log(2`0)+1 log(2`0) ≤ |u|. If our search was still fruitless, we search α-gapped palindromes with
|u| ≤ 2log log(2`0)+1 log(2`0) ≤ 16 log n (a rough estimation, based on the fact that α ≤ log log n).

Now in both cases (when α > log n or α ≤ log n) it is enough to find the α-gapped palindromes with
|u| ≤ 16 log n. The right arm u of such a repeat is contained in a factor w[m log n + 1..(m + 17) log n]
of w, while uR surely occurs in a factor x = w[m log n−16α log n+ 1..(m+ 17) log n] (or, if m log n−
16α log n + 1 ≤ 0, then in a factor x = w[1..(m + 17) log n]). In total, there are O(n/ log n) such x
factors, and after a linear time preprocessing we can ensure that they are all over integer alphabets with
respect to their length. In each of them, we look forα-gapped palindromes uRvuwith 2k+1 ≤ |u| ≤ 2k+2,
where 0 ≤ k ≤ log log n + 1 (the case |u| < 2 is trivial), and u2 occurs in the suffix of length 9 log n
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of this factor. Moreover, u contains a factor y of the form x[j2k + 1..(j + 1)2k]. Using Lemma 3 and
Remark 2, for each such possible y occurring in the suffix of length 17 log n of x, we assume it is the one
contained in u and we produce in O(α) time a representation of the O(α) occurrences of yR in the factor
of length (4α + 1)|y| preceding y. One of these should be the occurrence of yR from uR. Similarly to
the previous cases, we check inO(α) time which is the longest α-gapped palindrome obtained by pairing
one of these occurrences to y, and extending them similarly to the left and right. The time needed for this
is O(α log n) per each of the O( n

logn ) factors x defined above. This adds up to an overall complexity of
O(αn), again.

This was the last case we needed to consider. In conclusion, we can find the longest α-gapped palin-
drome uRvu in O(αn) time. 2

The algorithms presented in the previous two proofs were non-trivially extended by Gawrychowski
et al. (2016) to algorithms that construct the sets of all maximal α-gapped repeats and maximal α-gapped
palindromes (which have a non-empty gap) in O(αn) time. Essentially, instead of looking for the longest
α-gapped repeat (or palindrome) that contains a certain basic factor (as we did in this proof), we look
for all the maximal α-gapped repeats (respectively, palindromes) that contain the respective basic factor.
Using a series of deep combinatorial observations on the structure of these maximal gapped repeats or
palindromes, one can output all of them in O(1) time per repeat or palindrome. Using the crucial fact
that the number of both α-gapped repeats with non-empty gap as well as α-gapped palindromes with
non-empty gap is O(αn) (in fact, the main result of Gawrychowski et al. (2016)), we get that they can all
be identified and output in O(αn) time.

Accordingly, we further show that given the set S of all factors of a word which are maximal α-gapped
palindromes (respectively, repeats) we can compute the array LPalα (respectively, LRepα) for that word
in O(n+ |S|) time. As a consequence, for constant α, these problems can be solved in linear time.

Note that, in this case, our strategy is fundamentally different from the ones we used in the cases
of Problems 1 and 2. There we were able to construct the desired data structures without constructing
first the set of all maximal gapped palindromes and maximal gapped repeats whose gap fulfilled the
required restrictions. Here we first find all maximal α-gapped repeats and α-gapped palindromes using
the algorithms of Gawrychowski et al. (2016), and then compute directly the desired data structures.

Theorem 9 Problem 3(a) can be solved in O(αn) time.

Proof: We assume that we are given an input word w, for which the set S of all maximal α-gapped
palindromes is computed, using the algorithm of Gawrychowski et al. (2016).

Let us consider a maximal α-gapped palindrome w[i..i+ `−1]vw[j..j+ `−1], with w[i..i+ `−1]R =
w[j..j + ` − 1]. For simplicity, let us denote by δ = |v| = j − i − `, the length of the gap; here, i and
j + `− 1 will be called the outer ends of this palindrome, while j and i+ `− 1 are the inner ends.

It is not hard to see that from a maximal α-gapped palindrome one can get a family of α-gapped palin-
dromes whose arms cannot be extended by appending letters simultaneously to their outer ends. We now
show how this family of α-gapped palindromes can be computed. Intuitively, we extend simultaneously
the gap in both directions, decreasing in this way the length of the arms of the palindrome, until the gap
becomes long enough to violate the α-gapped restriction. The longest possible such extension of the gap
can be easily computed.

Indeed, let r =
⌊
(α−1)`−δ
α+1

⌋
. It is not hard to check that for r′ ≤ r we have that w[i..i + ` − r′ −

1]v′w[j+ r′..j+ `−1], with v′ = w[i+ `− r′−1..i+ `−1]vw[j..j+ r′−1], is an α-gapped palindrome
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w[i..i+ `− 1] w[j..j + `− 1]
v

Ip j + ri+ `− r − 1

tR tv′

yyR v′′

Fig. 7: Proof of Theorem 9: p = uvu is a maximal α-gapped palindrome (here α = 2) with |v| = δ and |u| = `.

We define r =
⌊

(α−1)`−δ
α+1

⌋
=
⌊
`−δ
3

⌋
. This allows us to define the interval Ip, where the right arm of an α-gapped

palindrome obtained from p may start. Further, yRv′′y is an example of such an α-gapped palindrome; tRv′t is a
gapped palindrome obtained from p, which is not α-gapped: it’s right arm does not start in Ip. The interval Ip has
weight j + `− 1.

whose left arm cannot be extended by appending letters to their outer ends. For r′ > r we have that
w[i..i + ` − r′ − 1]v′w[j + r′..j + ` − 1], with v′ = w[i + ` − r′ − 1..i + ` − 1]vw[j..j + r′ − 1],
is still a gapped palindrome, but it is not α-gapped anymore. So, for a maximal α-gapped palindrome
p = w[i..i+ `− 1]vw[j..j + `− 1], we associate the interval Ip = [j, j + r], and associate to it a weight
g(Ip) = j + ` − 1. Intuitively, we know that at each position j′ ∈ Ip there exists a factor u, ending at
position j + `− 1, such that uRv is a suffix of w[1..j′ − 1] for some v.

On the other hand, if u is the longest factor starting at some position j′ ≤ n such that uRv is a suffix of
w[1..j − 1], then the factor w[i..j] = uRvu is, in fact, a maximal α-gapped palindrome xRyx(i.e., uR is
a prefix of xR and u is a suffix of x). In other words, u and uR could be extended simultaneously inside
the gap, but not at the outer ends.

Consequently, to compute LPalα[i] for some i ≤ n we have to find the α-gapped palindromes p ∈ S
for which the interval Ip contains i. Then, we identify which of these intervals has the greatest weight.
Say, for instance, that the interval Ipm which contains i, is the one that weight maximal weight k from all
the intervals containing i. Then LPalα[j] = k − j + 1. Indeed, from all the factors u starting at position
j, such that uRv is a suffix of w[1..j′ − 1] for some v, there is one that ends at position k, while all the
other end before k (otherwise, the intervals associated, respectively, to the maximal α-gapped palindromes
containing each of these factors uRvuwould have a greater weight). So, the palindrome ending at position
k is the longest of them all.

This allows us to design the following algorithm for the computation of LPalα[j]. We first use the
algorithm of Kolpakov and Kucherov (2009a) to compute the set S of all maximal α-gapped palindromes
of w. For each maximal α-gapped palindrome p = w[i..i + ` − 1]w[i + `..j − 1]w[j..j + ` − 1], we
associate the interval Ip = [j, j + r], where r =

⌊
(α−1)`−δ
α+1

⌋
and δ = j − i − `, and associate to it the

weight g(Ip) = j+`−1. We process these |S| intervals, with weights and bounds in [1, n], inO(n+ |S|)
time as in Lemma 4, to compute for each j ≤ n the maximal weight H[j] of an interval containing j.
Then we set LPalα[j] = H[j]− j + 1.

The correctness of the above algorithm follows from the remarks at the beginning of this proof. Its
complexity is clearly O(αn). 2

The solution of Problem 3(b) is very similar.
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Theorem 10 Problem 3(b) can be solved in O(αn) time.

Proof: We first use the algorithm of Gawrychowski et al. (2016) to compute the set S of all maximal
α-gapped repeats with non-empty gap of w. For each maximal α-gapped repeat p = w[i..i+ `− 1]w[i+

`..j−1]w[j..j+ `−1], we associate the interval Ip = [j, j+r], where r =
⌊
(α−1)`−δ

α

⌋
and δ = j− i− `,

and associate to it the weight g(Ip) = j + `− 1. We process these |S| intervals, with weights and bounds
in [1, n], in O(n + |S|) time as in Lemma 4, to compute for each j ≤ n the maximal weight H[j] of
an interval containing j. Now, we use Lemma 5 to compute the values SC[j] for each j ≤ n. We set
LRepα[j] = max{H[j]− j + 1, SC[j]}.

The complexity of this algorithm is O(αn), as |S| ∈ O(αn) (see Gawrychowski et al. (2016)).
The correctness of the algorithm follows from the following remark. For a maximal α-gapped repeat

p = w[i..i + ` − 1]w[i + `..j − 1]w[j..j + ` − 1] let r =
⌊
(α−1)`−δ

α

⌋
, where δ = j − i − `. Then the

factors w[i + r′..i + ` − 1]w[i + `..j + r′ − 1]w[j + r′..j + ` − 1] are α-gapped repeats for all r′ ≤ r,
whose right arm cannot be extended anymore to the right. Moreover, the factors w[i+ r′..i+ `− 1]w[i+
`..j + r′ − 1]w[j + r′..j + ` − 1] are gapped repeats which are not α-gapped for all r′ > r. The rest of
the arguments showing the soundness of our algorithm are similar to those of Theorem 9. 2

6 Future Work
In this paper we proposed a series of algorithms that construct data structures giving detailed information
on the longest gapped repeats and palindromes occurring in a given word. There are several directions in
which the work presented here can be continued.

Firstly, it seems interesting to us whether Problem 1(b) (the construction of the array LPF g,G[·]) can be
solved faster. An intermediate problem could be to check whether we can find in linear time the longest
gapped repeats with the length of the gap between a given lower bound and a given upper bound.

Secondly, although the algorithms we propose in Theorems 7 and 8 do not rely on computing and going
through all the maximal α-gapped repeats and palindromes when looking for the longest such structure,
they have asymptotically the same complexity as the (optimal) algorithms finding all such structures.
Thus, it seems natural and interesting to design algorithms finding the longest α-gapped repeat or palin-
drome of a word that run faster than the algorithms we proposed here (and, in particular, than the algo-
rithms finding all these structures). Also, it is interesting whether we can construct the data structures
defined in Problem 3 without producing first the list of all α-gapped repeats and palindromes.

Lastly, following the problems studied by Gawrychowski et al. (2013a, 2014), one could be interested
in finding the longest gapped pseudo-repeats. More precisely, for a literal bijective anti-/morphism f ,
we want to find the longest word (or words) u such that a given word w contains a factor f(u)vu with
|v| subject to different length-restrictions (e.g., between a lower and an upper bound, or shorter than
|u| multiplied by a factor, like in the case of α-gapped repeats and palindromes, etc.). Such repeats
and palindromes are sometimes used to formalise repeats and palindromes occurring in DNA sequences.
In this setting one works with the alphabet {A,C,G, T}. When we are interested in direct repeats we
may take f work as a morphism and model the Watson-Crick complementarity: f(A) = T, f(C) =
G, f(G) = C, and f(T ) = A; when we are interested in inverted repeats in the genetic sequence we may
take f work as an antimorphism, still defined by the Watson-Crick complementarity. It is not hard to see
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that our algorithms can also be adapted in a straightforward manner to work in the context of such gapped
pseudo-repeats.
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